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Introduction 

Over recent years, one problem that has continued to plagued database administrators with the data explosion 
trend is the need to be able to perform normal maintenance procedures on increasing data volumes.  As volume of 
data has increased - so has the time required to perform standard procedures such as updating index statistics or 
table reorgs.  In some cases, the problem has become so severe that database administrators are no longer able to 
run some of these procedures or only run them during scheduled holiday downtimes.  The result of not being able 
to run these maintenance procedures regularly leads to less optimal performance resulting in higher CPU and disk 
I/O performance utilization and decreased application responsiveness and operational scalability. 

Part of the problem also stemmed from the fact that database administrators often blindly ran such maintenance 
activities on a regularly scheduled basis without knowing if really needed or not.  As a result, the regular 
maintenance windows became prolonged - as schema complexities and server consolidations compounded the 
data volume growth impact on maintenance windows. 

While Sybase has supported data partitioning by “slicing” the data beginning with version 11.0, the primary goal of 
this partitioning method was to reduce contention for inserts (prior to the implementation of datarows locking).  In 
ASE 15.0, Sybase introduced semantic partitioning.  Customers considering this option with the goal of reducing 
maintenance windows can have confidence in the fact that this was one of partitioning’s primary design goals - to 
increase operational scalability by reducing maintenance times.  To support this design goal, semantic partitioning 
included several key features to specifically address the above issues: 

• Ability to run maintenance commands on a single partition.  This significantly reduces 
the maintenance time as the time to run maintenance commands on a single partition is 
a small fraction of the time for an entire table. 

• Ability to determine when maintenance is needed.  This allows database administrators 
to reduce downtime by only running maintenance commands when required and where 
required vs. blindly affecting the entire table. 

Besides improved manageability, another benefit of the reduced maintenance times is greater application 
availability.  This was a key consideration as one of the other near constant demands on DBAs is to shrink 
maintenance windows in today’s 24x7 global business environment often precludes nightly maintenance windows 
and reduces weekend maintenance to a few hours. 

This paper discusses how to use these features effectively to reduce maintenance time and improve system 
availability by using semantic partitions.  Key discussion areas include: 

• Partitioning for maintenance - which partition type to use and why. 

• Initial partitioning implementation - techniques, performance and considerations. 

• Updating Index Statistics - how to detect when it is needed and how partitioning helps. 

• Table Reorgs - how to avoid running reorgs and what partitioning can do to help. 

• Partitioning Schemes - how to implement rolling partitions, hierarchical storage, etc. 

In addition to the design goal of improving operational scalability through reduced maintenance, other partitioning 
design goals include such aspects as more efficient and effective intra-query parallelism for mixed workload/DSS 
style queries - as well as retaining the previous benefits such as a method of reducing contention between 
concurrent writers.  Other benefits to partitioning outside these areas likely do exist - and more could be added in 
future product releases.  Because the focus of this paper is on using partitions to reduce maintenance time, these 
other topics are out of scope.  In particular, this (out of scope) includes partitioning as a means to improve query, 
DML or bulk load performance.  However, a key consideration of partitioning for maintenance is to ensure that 
query performance is not disrupted so severely that the system becomes unusable.  As a consequence, while 
partitioning to improve query/DML/load performance is out of scope of this paper, there will be considerable 
discussion around aspects to consider to ensure that partitioning from a maintenance perspective doesn’t 
unacceptably degrade query or DML performance. 
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Partitioning for Maintenance 

When partitioning for maintenance, there are four major considerations: 

• Which partition type to use 

• Whether to partition each index or not 

• The granularity of partitioning 

• Maintaining partitioning via the partitioning scheme 

The first three will be discussed in this section of the white paper while the latter is in a section of its own 
considering the aspects of rolling partitions, etc. 

Which Partition Type 
Prior to ASE 15, Sybase supported a round-robin partitioning scheme in which data inserted by users would be 
distributed among the “slices” of the partition based on their session.  Using this technique, if a table was 
partitioned into 10 partitions and 100 connections were simultaneously inserting data, their inserts would be 
distributed among the 10 partitions - ideally evenly with 10 users per partition.  This dramatically reduced 
contention for last page inserts - which was the primary design point when this feature was released. 

The problem was that frequently the inserts were unbalanced as batch processes and a few high volume feeds 
could still end up with contention just by an uncontrollable session assignment.  As a result, frequent maintenance 
was required to rebalance the partition sizes as well as a need to identify other methods of distributing the data vs. 
using sessions for high volume feeds.  For example, different market feeds could have different SPIDs - but the 
separation into different partitions would not be predictable as some days the SPIDs might be assigned to the 
same partition.  Obviously, a better, more predictable approach is needed to ensure IO concurrency - for example, 
by using the data feed semantics to separate the inserts (i.e. different market sources would insert into different 
partitions base on the market source name vs. the session id). 

To meet this requirement, Sybase introduce semantic partitioning in ASE 15.  Semantic partitioning implies that it 
is the data values that decides which partition the data resides in vs. the session id (hence the term “semantic”).  
As a result, Sybase ASE 15.0 supports two categories of partitioning - the historical “slicing” (round-robin) and the 
new semantic partition types (hash, list and range).  In addition to introducing semantic partitioning, one of the 
other major focuses of the partitioning feature in ASE 15.0 was to support the ability to run maintenance 
commands such as update statistics and reorgs on a per partition basis - with the key goal to eliminate the need to 
run these commands on static historical data. 

While the partition-aware maintenance commands can be run using any of the partition types, the best 
partitioning scheme for maintenance tasks is range partitioning.  A quick summary table of this rationale is below: 

Partition 
Type 

Suitability Comments Detractors 

round-robin low • Maintenance could be spread across 
the partitions on different days 

• Viability limited to reducing 
contention on APL tables with some 
limited improvement on DOL tables. 

• Improved single table query response 
times when parallel scan possible. 

• Maintenance would have to be run on 
every partition 

• Poor support for query performance in 
all cases compared to semantic 
partitioning due to lack of partition 
elimination, inefficient parallel query 
support and lack of support for range 
scans and non-equality predicates. 

• Maintaining partitioning is impossible as 
table has to be unpartitioned and 
repartitioned to add or drop partitions 
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Partition 
Type 

Suitability Comments Detractors 

hash low • Maintenance could be spread across 
the partitions on different days 

• Best if extremely high number of 
partitions necessary (100’s to 1000’s). 

• Best for business object data 
(customers, etc.) vs. business events 
(sales) if modifications are not 
“clustered” 

• Maintenance would have to be run on 
every partition 

• Poor support for query performance for 
range scans and non-equality predicates 

• Limited partition flexibility 

list low • Might work for low numbers (10 or 
fewer) of partitions where the 
maintenance periods are different - 
such as global centralized systems. 

• While each partition supports a 
theoretical limit of 250 values, much 
fewer are recommended - i.e. <10 

• Maintenance would have to be run on 
every partition 

• Poor support for query performance for 
range scans and non-equality predicates 

• Limited partition flexibility 

range high • Supports partitioning on sequential 
ranges and dates 

• Support for low number of literal 
values as option to list partitioning 

• Maintenance can be limited to just 
the active partitions. 

• Number of partitions should be kept 
in the 10’s or very low 100’s at the 
most. 

• Too many partitions or too fine a 
partition granularity could have negative 
impact on query performance 

• “Rolling”, “Alternating” and other 
partition schemes require regular 
partition maintenance. 

An item of note that while the actual partitioning limits are much higher, the recommendations as to how many 
partitions are much lower - and should not be considered as the “hard” limit.  A second item concerns the query 
performance comments.  While any table and any partitioning scheme can use a covering index to ensure query 
performance for range scans, this only works for a fully covered global index - which as we will see defeats the very 
reason we are partitioning to begin with.  Consequently, in the above table we are looking beyond covered index  
queries to the effectiveness with just local indexes and considering data page contiguousness for the columns used 
for the range scan.   

To understand the rationale for these recommendations as well as the other comments in the above table, let’s 
consider each partition type and how maintenance would be impacted. 

Round-Robin Partitioning 

There were a few slight improvements to round-robin partitions in ASE 15.0.  The first of these improvements is 
that round-robin partitioning can be implemented either using the legacy syntax or the new syntax that specifies 
round-robin partitioning explicitly.  Some example syntax changes are illustrated below: 

-- ASE 12.5 legacy style (still supported in ASE 15.0) 
alter table <tablename> partition <num_partitions> 
go 
 
-- ASE 15.0 syntax support 
create table <tablename> 
 (<column/datatype declarations>) 
partition by roundrobin <num_partitions> 
go 
 
alter table <tablename> partition by roundrobin <num_partitions> 
go 

From a command syntax perspective, however, perhaps the biggest improvement from a syntactical viewpoint in 
ASE 15 is that the partition placement on specific segments is formalized and supported in the syntax for both 
create and alter table.  ASE 12.x really could not separate data placement as the only means to locate data in a 
partitioned table was to use sp_placeobject at the table level - which depending on the locking scheme and 
clustered index - could have different and undesirable results. 
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The other improvements to round-robin partitioning in ASE 15.0 is through an incidental aspect of semantic 
partitioning in that round-robin partitioning inherited a two key aspects of semantic partitioning: 

Local index support - prior to ASE 15.0, partitioned tables in ASE only supported global indexes as 
the index tree was not partitioned. 

Partition-Aware maintenance commands - prior to ASE 15.0, maintenance commands on 
partitioned tables affected the entire table and could not be constrained to a single 
partition. 

While these suggest that round-robin partitions can reduce maintenance times, the reality is that gains in 
functionality with these are prevented from achieving the desired results by the data distribution among round-
robin partitions.  Additionally, as will be discussed later, round-robin partitioning cannot fully leverage these 
features as partition elimination for query processing, parallel query efficiency and maintenance elimination is not 
possible - despite these improvements. 

Despite these enhancements, round-robin partitioning is still not an effective choice for reducing maintenance.  
But then, it was not designed for this either - and like anytime you attempt to use something beyond its design 
point, less than stellar results should be expected.  Round-Robin partitioning was first introduced in Sybase SQL 
Server 11.0 as a means of reducing last page contention for inserts on data pages for APL heap tables or APL tables 
with monotonic keys.  It should be noted that this was and still remains the primary function of this partitioning 
scheme.  With the introduction of datarows locking in ASE 11.9.2, round-robin partitioning as a means of reducing 
insert contention was effectively made obsolete - although there may be edge cases where datarows locking in 
addition to partition can help.  For example, even with datarows locking, sometimes round-robin partitioning 
provided improvements in ASE 12.x in performance for insert intensive applications compared to an unpartitioned 
table - however, the degree of impact was dramatically reduced.  For example, prior to datarows locking, 
partitioning a table was often a key to improving system scalability by sometimes several orders of magnitude.  
With datarows locking, often a system could achieve nearly the same performance without partitioning - while 
partitioning added a 25-30% improvement.  This edge was lost in ASE 15.0 as datarows locked tables using range 
partitioning can match the same insert rate as round-robin partitioning, and hash partitioning provides a more 
balanced implementation of contention reduction for APL tables as the contention between users whose sessions 
were assigned to the same slice can be eliminated with hash partitioning.   

As proof of the claim about datarows locking largely eliminating the need for partitioning to reduce contention, 
consider the results from the following test of 20 threads inserting 1,000,000 rows (50,000 rows each) into a table 
with 30 partitions and pre-populated with 30 million rows: 

Table Partitioning Global 
Indexes 

Local 
Indexes 

Index 
Height 

1M Insert 
Time (sec) 

Inserts per 
second 

None/Unpartitioned 5 0 3 162 6,177 

Range (30 – 1 per day) 1 4 2 160 6,255 

Range (30 – 1 per day) 0 5 2 155 6,456 

Hash (30) 1 4 2 165 6,074 

Hash (30) 0 5 2 159 6,274 

Round-Robin (30) 5 0 3 160 6,249 

As you can see, range partitioning when using only local indexes actually outperforms round-robin partitioning 
very slightly - and likely could be viewed as the same if the margin of error is taken into consideration.  
Additionally, hash partitioning matches the round-robin.  This is especially interesting as hash partition has the 
capability of providing the same or better contention reduction for APL tables while providing a more balanced 
data distribution and marginally better query support.  As a result, the key rationale for using round-robin 
partitions is largely replaced by newer alternatives. 

Data Distribution Among Partitions 

As with earlier ASE versions, data distribution for round-robin partitioning in ASE 15.0 is determined by using a 
“round-robin” method based on the user’s SPID for normal sessions and the slice parameter for bcp sessions.  
Ignoring the bcp slice support, while partitioning on the user’s SPID is great for reducing lock contention on APL 
tables - the sad fact is that this unpredictability of data location prevents round-robin partitioning from being an 
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effective choice for maintenance reasons - despite the addition of local index support (which is key to reducing 
maintenance). 

The problem is that data can be distributed to any partition and is likely distributed in an unbalanced fashion and 
the data location is unpredictable.  The only exception is if data is exclusively loaded using the bcp/partition 
support - and from the perspective of today’s transactional systems, such exclusivity just doesn’t happen as most 
data inserts and updates happen via DML commands while deletes are usually bulk operations .  As a result of the 
unbalanced partitions and unpredictable data locations, maintenance such as updating index statistics must be run 
on every partition and the runtime is not predictable nor consistent.  While the maintenance can be spread out 
over several days/weeks by only affecting one partition at a time, this either results in more frequent maintenance 
periods (and resulting more frequent system availability issues), or prolonged periods of inoptimal performance 
due to stale index statistics.  Additionally, since the data distribution is unbalanced, predicting the maintenance 
time is nearly impossible.  In fact, a common occurrence in such systems is that a bulk load process regularly 
performs a large number of inserts.  Since this process is a single SPID, the result is that all the rows inserted by 
such a process will be directed to the same partition - resulting in a partition skew so unbalanced that the “most 
active” partition is often twice the size of the others.  Unfortunately, this “large” partition will result in much 
slower maintenance times when maintenance commands are run against it. 

One of the biggest problems from a maintenance perspective is that local indexes are likely not usable for round-
robin partitions.  The reason is that the query optimizer is not able to use partition elimination as a data value can 
be located in any one or several of the partitions.  As a result, it has to search every partition.  The impact of this is 
that either: 

• Only global indexes vs. local indexes are used (see query impact below for rationale). 

• If local indexes exist, statistics have to be updated on all partitions vs. the “current” one. 

• If even a single global index exists, update statistics will need to be done at the entire 
table level for that index regardless of the presence of local indexes 

The last bullet is due to the fact that unless update index statistics is run on the entire table or index, the index 
column histograms are not updated.  This will be discussed in more detail in the section on updating index 
statistics in the paragraphs on global indexes.  However, the result is that if using round-robin partitions, 
maintenance will need to be performed via one of two methods: 

• Either update index statistics will have to be run for the entire table at the table level.  
This could take an extreme amount of time.  For example: 

update index statistics <tablename> 
go 

• Or, update index statistics will need to be run for every partition for local indexes - plus - 
update index statistics will need to be run for each global index at the index level. 

-- first update the local indexes by partition for every partition 
update index statistics <tablename> partition <partition_1> 
go 
update index statistics <tablename> partition <partition_2> 
go  
update index statistics <tablename> partition <partition_3> 
go 
… 
update index statistics <tablename> partition <partition_n> 
go 
 
-- update the global indexes 
update index statistics <tablename> <global_indexname> 
go 

Which of these is the quickest will likely depend on the size of the table, the number of partitions, the number of 
global indexes, etc.  In other words, it will likely vary for each table. 

The number of partitions itself is a problematic aspect for round-robin partitions.  Most customers who used 
round-robin partitions used a fairly low number (e.g. 10) as the effectiveness of the partitioning scheme was totally 
dependent on write concurrency.  If 30 or 50 partitions were used, quite often the result was terrific partition skew 
- and because the write activity was not truly balanced, the maintenance on the larger partitions - even using local 
indexes - would likely also be skewed.  Especially due to batch jobs, it would not be unlikely that most of the data 
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would be in just a few of the partitions and the resulting expectation of a drop in maintenance to 1/10th or 1/30th 
of the time due to partitioning would not be realized as most of the data would be in the most active partition. 

Maintaining Partitions 

The next major detractor is maintaining the partitioning - meaning the partitioning scheme such as data 
distribution among the partitions, increasing the number of partitions, etc.  In previous ASE versions, balancing the 
partitions often was accomplished by dropping and recreating the clustered index - forcing a redistribution of the 
data as the entire table was essentially resorted according to the index key unless created with sorted_data 
option.  Beyond this, adding/changing the number of partitions requires using the alter table command.  
Unfortunately, this requires dropping all of the indexes first and then recreating the indexes - a task which can be 
extremely time consuming.  Additionally, one of the major differences between 12.5 and 15.0 was that in 12.5, an 
alter table…partition only “sliced” the data in place and was a fairly quick operation as all existing data was 
allocated to the first partition.  This was possible as the storage allocations and extents used were irrespective of 
the partitioning - which was maintained only by page linkages.  In ASE 15.0, partitions are on separate extents, 
consequently, the alter table …partition command physically relocates the data - which is a much longer operation.  
The benefit of this, of course, is that range scans benefit from the much better data cluster ratios of the ASE 15 
partitions. 

Unfortunately, as data volumes continue to grow, older data will need to be purged - or the existing partitions will 
simply keep growing to a size that even partition-constrained maintenance tasks will take as long as the original 
unpartitioned table.  This presents two problems for round-robin partitioning: 

• You cannot dynamically add a partition.  If you start with 10 partitions, the only way to 
increase it to 11 or 12 is to unpartition and repartition the table. 

• Bulk deletes must be used.  Whether wrapped in smaller batches or not, purging older 
data values must be accomplished using the SQL delete command vs. the much faster 
truncate partition. 

Unfortunately, this aspect is often overlooked.  For example, a common claim on the internet is that by using 
round-robin partitioning and tight segment control, one could simulate range partitioning with all the benefits of 
partition-based maintenance.  This contortion only works due to an accidental behavior in that the segment 
placement of data (using sp_placeobject) coupled with a clustered index on an APL table with round-robin 
partitioning takes precedence over the partition determination of the SPID - a behavior that is not guaranteed nor 
documented. 

Unfortunately, for those users, one of the major flaws in this implementation is just this aspect of maintaining the 
partitioning as such an implementation works well for static data or update-only data but falls apart quickly in high 
insert environments as you can’t add more partitions without repartitioning the entire table.  Even if you pre-
created the desired number of maximum partitions, you would have to suspend processing briefly at the rollover 
point to the next partition to issue the sp_placeobject command - and still eventually you would reach the last 
partition and any attempt to implement a rolling partition scheme would require a full repartitioning at each 
partition roll-on/roll-off point. 

A similar aspect that is almost always overlooked is that once the data is inserted into a partition for round-robin - 
short of re-partitioning - the data will remain in that partition.  This is similar in that while one of the more 
common partitioning schemes is to implement “rolling” partitions, other partitioning schemes rely on the ability 
for an update to a partition key to automatically move the data from the current partition to a new partition 
corresponding to the new data value. 

Impact on Query Performance 

A second major flaw in the contortion of round-robin partitioning to simulate range partitions is that round-robin 
partitioning as a whole can have considerable impact on query performance.  Because the data distribution could 
be to any partition for any value, partition elimination by the query optimizer is not possible - and all partitions are 
searched for query processing unless a global index is created - which defeats maintainability.  This data 
“scattering” impacts system availability as older data purges could block user activity, forcing such activities to only 
occur when the applications are not online.  Even if done in very small batches to try to avoid blocking, eventually 
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the index tree needs to be rebalanced - a process that locks the root node of the index and causes contention.  
Additionally, because the data is distributed among the partitions, many range scans due to queries using date 
ranges or search patterns with like clauses, often are not possible.  Note that the focus here is on query 
performance as opposed to insert performance - which we have shown has no substantial benefits over other 
partitioning options available in ASE 15.0. 

It also forces the use of global indexes to avoid excessive query performance issues.  While round-robin partitions 
support local indexes, the net effect from a query performance is always worse than a global index.  The rationale 
for this is based on the lack of partition elimination capability.  In the above test, the difference in index height for 
a global vs. local index was 1 level of intermediate index nodes.  Consequently, to find a single row via a global 
index, the query engine would need to perform only 4 IO operations - 3 levels of indexing and the data page itself.  
By contrast, finding a single row based on a local index would require 61 IO operations - 2 levels of index per each 
partition (2*30=60) plus the data page read.  Consequently, while the database administrators may wish to use 
local indexes to aid in maintenance, it is likely that the impact on query performance would be prohibitive. 

Finally, round-robin partitions are inefficient for parallel query processing especially considering cost/benefit.  
While parallel single table scans with round-robin partitions can be effective for single table query performance, 
the problem is that it cannot be restricted to single table queries.  Queries involving joins simply consume too 
many resources to be effective with any normal user concurrency expectations.  Because partition elimination is 
not possible, vector joins are not possible.  As a result, parallel queries between round-robin partitioned tables 
require MxN worker threads for parallel joins.  Even single table queries result in higher resource usage, limiting 
the number of parallel queries that can be run concurrently - and thereby eliminating the effectiveness of even 
enabling it as most users would not benefit beyond the first few that managed to obtain worker processes. 

Hash Partitioning 

Hash partitions can be created by using syntax very similar to round-robin partitioning: 

-- Hash partition syntax support 
create table <tablename> 
 (<column/datatype declarations>) 
partition by hash (<partition key column list>) <num_partitions> 
go 
 
alter table <tablename>  
 partition by hash (<partition key column list>) <num_partitions> 
go 

Additionally, the syntax supports placing separate partitions on specific segments.  The best way of viewing hash 
partitioning is as today’s replacement for round-robin partitioning.  As mentioned earlier, for example, two market 
feeds could share the same slice in a round-robin partition - but with a hash partition, assuming partitioned on the 
column designating the feed, they would be assured of separation.  Additionally, for large batch processes, the 
data can be more equally distributed among the partitions although some partition skew could still result due to 
the hash key values.  One notable difference between hash and round-robin is that because the optimizer is aware 
of the semantics of the hash keys, it can still use partition elimination, allowing queries to fully benefit from hash 
partitioning - even with skew - whereas with round-robin partitioning, queries would be penalized. 

While it shares many of the same detractors as round-robin partitions when using it as means to partition for 
maintenance, there are times when hash partitioning may be the only logical choice - and it does work quite well if 
willing to accept the extra maintenance that may be necessary and the aspect of performing maintenance on static 
data. 

Data Distribution Among Partitions 

As with round-robin partitioning, data in hash partitions is scattered among the various partitions.  This leads to 
the same issue in that maintenance must be performed on every partition.  Again, while this does allow the 
maintenance to be spread over time, the same detractors of increased frequency of maintenance periods or 
prolonged inoptimal performance apply.  There is one slight difference in that by using a hash function, it is likely 
that the data is more evenly balanced among the partitions - especially in cases where bulk loaders or other 
processes are involved.  Additionally, because the same data value will always be in the same partition, partition-
based index statistics will be more accurate than with round-robin partitions for local indexes. 
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Maintaining Partitions 

Hash partitioning is better than round-robin partitions in this perspective as well.  With round-robin partitions, the 
frequent out-of-balance partitions require regular re-partitioning to rebalance the data.  With hash partitioning, re-
balancing the data is not necessary as the data distribution will be constant based on the hashing function.  
However, hash partitions are similar to round-robin partitions in the sense that as data volumes grow, you cannot 
simply “add” a new partition.  If you could, it would require re-hashing all the existing data anyhow, so re-
partitioning is the logical step.  Along the same lines, large deletes for data purges are likely to hit multiple 
partitions.  Even if the deletes are split using predicates that focus on individual partitions, since every partition is 
potentially “active”, user impact is likely. 

Impact on Query Performance 

While hash partitioning is a major improvement over round-robin partitioning in that both partition elimination 
and vector joins are supported, hash partitioning still can have negative impacts on queries involving range scans.  
As with the round-robin partitions, a range scan may need to access every partition, increasing a simple predicate 
such as ‘where column like “test%”’ to an IO nightmare as multiple smaller partitioned index scans are required.  
Hash partitioning works best when most (if not all) of the queries use equijoins or predicates are based on exact 
matches.  Consider the following table of supported query expressions: 

Op Predicate Expression Hash Suitability 

= partition_col = expression Yes 

< partition_col < expression No 

between partition_col between expression1 and expression 2 
partition_col > expression1 and partition_col < expression2 

No 

like partition_col like “expression%” No 

in() partition_col in (expression) Yes 

As a result, the impact on the application may be too great to allow hash partitioning to be used to facilitate 
maintenance. 

When to Use Hash Partitioning 

Hash partitioning is the one other partitioning scheme that could be a viable option for partitioning for 
maintenance.  There a consideration to using hash partitioning for maintenance.  Because data is distributed by 
hash key value, it is most likely that any partition that you do maintenance on will contain mostly static data.  
When often discussing maintenance and partitioning we use examples such as 90% of the data is static - and 
therefore you really only need to do maintenance on 10% - but with hash partitioning, you can’t avoid that other 
90% of the data.  While the hash partitioning means that you cannot predict where all the recently modified data 
has been distributed to and therefore you need to do maintenance on every partition, there is a new function 
(datachange() - discussed later) that can help determine if maintenance is truly necessary on any partition.  So, a 
more accurate way of stating the problem is that you may need to do maintenance on every partition - but the 
actual number of partitions needing maintenance will depend on the data distribution and degree of impact - and 
will likely be something less than all the partitions. 

When considering hash partitioning for maintenance, there are a number of conditions that need to be true in 
order for it to work effectively: 

• Business Object vs. Business Event:  The data in the table should be data about business 
objects (e.g. customers, products, accounts, etc.) and not business events (e.g. sales, 
order items, trades). 

• Data doesn’t have life cycle:  Obviously, business event data - such as trades or sales - 
have a life cycle - and hash partitioning is not a consideration in those cases.  However, 
in some cases, even the business object data may have an inherent life cycle.  For 
example, document metadata may be considered a business object, however, older 
documents are likely very static.  Most modifications will be on recent documents - 
therefore documents would be a better choice for range partitioning.  On the other 
hand, data such as customers or accounts have modifications that are more scattered 
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and at the most can only designated as active or inactive.  Hash partitioning is likely best 
in these cases when no data life cycle is apparent. 

• No Range Queries: The data is typically accessed via equality conditions - no range scans 
(between), unbounded range (<,>) - possibly to include max() or top n (last n) type 
queries.  The latter (max()/top n) are not exclusive, however, as eager aggregation may 
provide similar query performance as if all rows were in the same partition and a range 
scan used. 

The decision when to use hash vs. range partitioning could be depicted as: 

 

Decision Tree for Range vs. Hash Partitioning 

While it is true that with hash partitioning, maintenance may be required on every partition, the speed of the 
maintenance on a partition basis may more than make up the difference - plus the ability to execute the 
maintenance concurrently on different partitions.  For example, as will be illustrated later, in a test scenario, 
maintenance on one ~3 million row partition (out of 64 total partitions) only takes ~1 minute - where the same 
maintenance on an unpartitioned table with ~245 million rows takes 8 hours.  Even if ran serially, 60x the 1 minute 
maintenance time drops total maintenance to ~1 hour vs. 8 hours.  Running 4 maintenance tasks concurrently 
drops the time to 15 minutes - which is much more acceptable from a business availability aspect. 

List Partitioning 

List partitioning is different from both round-robin and hash in that in the previous cases, it was often just simpler 
to specify the number of partitions desired.  With list partitioning, it is the partition definitions that define the 
number of partitions.  Consider: 

create table sales ( 
 order_num bigint  not null, 
 geo_region char(6)  not null, 
 ... 
) 
partition by list (geo_region) ( 
 apo_north values ('JAPAN','KOREA'), 
 apo_china values ('HKG','CHINA'), 
 apo_south values ('AUS','SGP','NZ'), 
 emea_eu values ('UK','WESTEU','EASTEU'), 
 emea_me values ('TURKEY','DUBAI','ISREAL'), 
 emea_africa values ('KENYA','SA'), 
 lao_east values ('ARG','BRAZIL','VZ'), 
 lao_west values ('CHILE','PERU','ECU','COL'), 
 lao_cent values ('MEXICO','CENTAM'), 
 nao_east values ('CANADA','MIDATL','GRLAKES','SOUTH'), 
 nao_west values ('SWEST','WCOAST','NWEST') 
) 
go 
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The above obviously results in 11 partitions.  The problem with list partitioning is that it is best if used with a small 
number of enumerated values.  For example, list partitioning can be effective if used with a few items such as the 
global geographic regions of APO, EMEA, LAO and NAO.  In the above example, the number of values is 31 - which 
is tending to get a bit high as every insert or update would have to search through the 31 values - especially as the 
values are not ordered - requiring a serial scan.  If trying to partition by the individual states/provinces (50 states in 
the United States + 31 for Mexico + 13 for Canada = 94 just for NAO), the overhead of partition evaluation search 
time becomes more than desirable.  The result of limiting the number of enumerated values essentially also limits 
the number of partitions.  For example, an online retail site may list products by categories such as “electronics”, 
“clothing”, “appliances”, etc. - unless the number of categories is fairly high and the products fairly evenly 
distributed between the categories - it is more likely that only a few partitions would only exist.  From a 
partitioning for maintenance perspective, this has many of the same detractors as hash partitioning would on a 
low number of values. 

Data Distribution Among Partitions 

As with round-robin and hash partitioning, data in list partitions is scattered among the various partitions.  This 
leads to the same issue in that maintenance must be performed on every partition.  Again, while this does allow 
the maintenance to be spread over time, the same detractors of increased frequency of maintenance periods or 
prolonged inoptimal performance apply.  There could be a case made, however, for low numbers of partitions for 
geographic business units in global environments.  For example, using a list partition such as: 

create table sales ( 
 order_num bigint  not null, 
 customer_id bigint  not null, 
 order_date datetime  not null, 
 geo_region char(5)  not null 
) 
partition by list (geo_region) ( 
 apo_partn values (“APO”), 
 emea_partn values (“EMEA”), 
 lao_partn values (“LAO”), 
 nao_partn values (“NAO”) 
) 

Considering the difference in business hours, hypothetically, partition-based maintenance could be run on EMEA 
during the after-hours time depending on the server location.  For example, if the server is located in the west 
coast of the US, there is an 8-9 hour time difference for CET (Central European Time) vs. Pacific Time - which would 
allow multiple maintenance windows.  For example, assuming that each region plans a daily maintenance window 
at 1am local, the equivalent Pacific time would allow multiple windows such as: 

Region Pacific Time 

APO 10:00am/10:00 

EMEA 5:00pm/17:00 

LAO 10:00pm/22:00 

NAO 1:00am/01:00 

This may work if it is assumed that all the partitions need to have maintenance performed - which with this sort of 
scheme, they would.  Range partitions offer an alternative method for low cardinality data we will discuss later 
that reduces maintenance overall vs. simply spreading around as above. 

Maintaining Partitions 

As with hash partitions, list partitions offer advantages over round-robin in that the same data values are always 
directed to the same partitions - consequently rebalancing is not a factor from that perspective.  However, the 
problem is that if a corporation’s primary market is one region, the partition would be even greater skewed than 
with hash partitioning.  For example, many US corporations have only a token of international business - often 
about 10% of their total.  The result is that the NAO partition would have 90% of the data and maintenance times 
would likely be the same as on an unpartitioned table.   

A big difference between hash and list partitions is that you can add partitions to a list partitioned table.  As a 
result, it would be possible to split NAO into Atlantic/Eastern, Central, Mountain, Pacific partitions.  While this 
could help, it would require a business change to the data entry to use the new regional values as well as the need 
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to add partitions.  The bigger issue with this is that the exact makeup is not known too far in advance.  If the 
business is just starting to move into international sales, the distribution of values may be different than 3-4 years 
down the road as the overseas marketing matures.  Additionally, corporate mergers that result in sales regional 
realignments with new corporate headquarter locations - or simply internal sales realignments due to corporate 
reorganizations could cause problems with such schemes. 

Impact on Query Performance 

Like hash partitioning, list partitioning works best when most (if not all) of the queries use equijoins or predicates 
are based on exact matches - such as “column = constant”.  Further a bigger problem with list partitions vs. hash 
partitions is that while hash partitions are usually defined on the primary key or a commonly used predicated, list 
partitions would likely be specified on a very low cardinality data item that is often not part of the predicate list - 
and would result in partition elimination not being used.  Consequently, as with hash partitioning, list partitioning 
may have too great of an impact on query performance to allow it to be used for partitioning for maintenance. 

Range Partitioning 

This leaves range partitioning as the best option for partitioning for maintenance.  Range partitioning is typically 
defined using a date field that creates boundaries for older, static data such as: 

create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key (customer_id, trade_date) 
) lock datarows 
partition by range (trade_date) ( 
 p2005 values <= ('Dec 31 2005 23:59:59'), 
 p2006 values <= ('Dec 31 2006 23:59:59'), 
 p2007 values <= ('Dec 31 2007 23:59:59'), 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59') 
) 
go 

As compared with the alternatives, range partitioning offers: 

• Ability to actually reduce overall maintenance time by eliminating maintenance on older 
static data rows. 

• Still provide reasonable query performance for most range queries - assuming the 
partition granularity isn’t too small (discussed later). 

• Ability to implement “rolling”, “alternating” and “migrating” partition schemes to 
constantly prune the active partition to just the rows that are changing. 

As a result, range partitioning will be the focus of the remainder of this whitepaper although in some cases specific 
points may be raised with respect to hash partitioning. 

Partitioning Indexes 
One of the problem areas of table partitioning in versions 11.x and 12.x was that the indexes were not partitioned.  
As a result, while contention on the datapages was eliminated, contention still remained on index pages - 
especially the leaf pages for nonclustered indexes on sequential key values such as dates or sequence numbers.  In 
fact, such contention points were often the real cause of problems and not the datapages as the index key size was 
much smaller than the data row size, allowing more rows per page for index values thus increasing the potential 
for contention. 
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In addition to the contention, maintenance commands such as update index statistics or reorgs on an index had to 
be performed on the entire index - limiting such commands to only being able to be run during maintenance 
windows or other down times. 

As a consequence, a common question asked about table partitioning is whether indexes can be partitioned.  The 
answer is “Yes”.   

Global vs. Local Indexes 

In ASE 15.0, there are two types of indexes: global and local.  However, the choice of which one to use - or which 
ones are possible depends on a number of factors and considerations, including: 

• The structure of global vs. local indexes 

• The impact on clustered indexes, primary keys and unique constraints 

• The impact on other indices that do not contain the partition keys 

Global & Local Index Structures 

A global index (the default for nonclustered indexes) is simply an index in which a single unpartitioned b-tree 
structure is created.  Prior to ASE 15.0, all tables essentially used global indexes - including partitioned tables in 
ASE 11.x and 12.x.  Below is an illustration of a global index: 

 

Single (Unpartitioned) Index Tree Structure for Global (Unpartitioned) Indexes 

As noted in the documentation, a partitioned/local index will be partitioned using the same partitioning scheme 
(keys and partition type) as the table.  Each partition of the local index will have a separate index tree structure 
such as: 
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Local (Partitioned) Index Tree Structure 

Note that the ‘local index’ clause in the syntax is what signifies to ASE that it should partition the index.  There is an 
exception to this as discussed below in that primary key constraints by default are created as local indexes without 
having to specify the ‘local index’ clause. 

As mentioned, in partitioning the index, ASE uses the same partition type, same partition keys, and same partition 
boundaries/criteria as the table partitioning.  This eliminates the need to repeat the partitioning conditions.  The 
only difference between the table and index partitioning is that for the index partition, you can specify different 
names for each of the local index partitions separate from the table partition name and can place the index 
partition on a separate segment.   

Impact on Schema: Primary Key/Unique Indexes 

By default, clustered indexes are automatically created as local indexes for semantic partitions - and in fact, for 
semantic partitions, only a local index is supported for clustered indexes.  By contrast, round-robin partitions 
support both local and global clustered indexes: 
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Local Clustered Index      

Local Non-Clustered Index      

Global Clustered Index      

Global Non-Clustered Index      

Notice that semantic (hash, list, range) partitions do not support global clustered indexes.  There are two 
interesting aspects to consider about this: 

• The default for primary key constraints is a clustered index 

• Only unpartitioned and round-robin partitioned tables can have a global clustered 
index. 

The result is that for semantic partitioned (hash, list, range) tables, if the partition key columns is not a subset of 
the primary key, the partitioning will fail if the primary key is clustered (the default).  Consider the following 
examples: 

1>  
2> create table trade_hist ( 
3>  trade_id  bigint  not null, 
4>  customer_id bigint  not null, 
5>  trade_date datetime  not null, 
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6>  symbol  char(6)  not null, 
7>  num_shares int  not null, 
8>  share_price money  not null, 
9>  trade_value as num_shares*share_price materialized not null, 
10>   primary key(trade_id) 
11> ) lock datarows 
12> partition by range (trade_date) ( 
13>  p2005 values <= ('Dec 31 2005 23:59:59'), 
14>  p2006 values <= ('Dec 31 2006 23:59:59'), 
15>  p2007 values <= ('Dec 31 2007 23:59:59'), 
16>  p2008 values <= ('Dec 31 2008 23:59:59'), 
17>  p2009 values <= ('Dec 31 2009 23:59:59'), 
18>  p2010 values <= ('Dec 31 2010 23:59:59') 
19> ) 
Msg 1945, Level 16, State 1: 
Server 'YUKON', Line 2: 
Cannot create unique index 'trade_hist_1548581574' on table 'trade_hist' as a local index. The table 
partition condition and the specified index keys make it impossible to enforce index uniqueness across 
partitions with a local index. 
Msg 2761, Level 16, State 4: 
Server 'YUKON', Line 2: 
Failed to create declarative constraints on table 'trade_hist' in database 'partition_test'. 

In the case, the entire table creation failed - not just the primary key constraint as suggested by the error.  The key 
is that because the primary key constraint definition was part of the table definition and a fatal error occurred, the 
entire command was rolled back.  Attempting to work around it by creating a unique index instead of a primary 
key also fails with the same message: 

1>  
2> create table trade_hist ( 
3>  trade_id  bigint  not null, 
4>  customer_id bigint  not null, 
5>  trade_date datetime  not null, 
6>  symbol  char(6)  not null, 
7>  num_shares int  not null, 
8>  share_price money  not null, 
9>  trade_value as num_shares*share_price materialized not null 
10> --   primary key(trade_id) -- replaced by unique index below 
11>  ) lock datarows 
12>  partition by range (trade_date) ( 
13>   p2005 values <= ('Dec 31 2005 23:59:59'), 
14>   p2006 values <= ('Dec 31 2006 23:59:59'), 
15>   p2007 values <= ('Dec 31 2007 23:59:59'), 
16>   p2008 values <= ('Dec 31 2008 23:59:59'), 
17>   p2009 values <= ('Dec 31 2009 23:59:59'), 
18>   p2010 values <= ('Dec 31 2010 23:59:59') 
19> ) 
1>  
2> create unique index trade_hist_PK 
3>  on trade_hist (trade_id) local index 
Msg 1945, Level 16, State 1: 
Server 'CHINOOK', Line 2: 
Cannot create unique index 'trade_hist_PK' on table 'trade_hist' as a local index. The table partition 
condition and the specified index keys make it impossible to enforce index uniqueness across 
partitions with a local index. 

However, consider the following, which while appearing to be functionally the same has a radically different result: 

1>  
2> if exists (select 1 from sysobjects where name='trade_hist' and type='U' and uid=user_id()) 
3>  drop table trade_hist 
1>  
2> create table trade_hist ( 
3>  trade_id  bigint  not null, 
4>  customer_id bigint  not null, 
5>  trade_date datetime  not null, 
6>  symbol  char(6)  not null, 
7>  num_shares int  not null, 
8>  share_price money  not null, 
9>  trade_value as num_shares*share_price materialized not null, 
10>   primary key nonclustered (trade_id) 
11> ) lock datarows 
12> partition by range (trade_date) ( 
13>  p2005 values <= ('Dec 31 2005 23:59:59'), 
14>  p2006 values <= ('Dec 31 2006 23:59:59'), 
15>  p2007 values <= ('Dec 31 2007 23:59:59'), 
16>  p2008 values <= ('Dec 31 2008 23:59:59'), 
17>  p2009 values <= ('Dec 31 2009 23:59:59'), 
18>  p2010 values <= ('Dec 31 2010 23:59:59') 
19> ) 

This succeeds!  However, because a nonclustered index is specified for the primary key, a global (unpartitioned) 
index is created for the primary key constraint.  The reason has to do with the first message in the first example - 
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with a local index on the primary key and a partition key on a different column, the primary key uniqueness would 
not be enforceable.  This also points out some interesting nuance of syntax: 

• When using semantic partitioning (hash, range, list), a clustered index or primary key 
constraint will be created as a local index without specifying it as a local index. 

• If using a primary key or unique constraint, specifying it as nonclustered will result in a 
global index and not a local index. 

At this point some may question why this happened when many DBA’s and developers think that a clustered index 
on a DOL table is in effect a nonclustered index and the table acts as a heap table - and would question why there 
is a difference between the two examples.  This is a common misunderstanding.  The documentation clearly states 
that: 

Unlike clustered indexes on allpages-locked tables, the data rows in a data-only-
locked table are not necessarily maintained in exact order by the key.  Instead, 
the index directs the placement of rows to pages that have adjacent or nearby 
keys. 

When a row needs to be inserted in a data-only-locked table with a clustered 
index, the insert uses the clustered index key just before the value to be 
inserted. The index pointers are used to find that page, and the row is inserted 
on the page if there is room. If there is not room, the row is inserted on a page 
in the same allocation unit, or on another allocation unit already used by the 
table. 

To provide nearby space for maintaining data clustering during inserts and updates 
to data-only-locked tables, you can set space management properties to provide 
space on pages (using fillfactor and exp_row_size) or on allocation units (using 
reservepagegap). 

Now then, because a clustered index is a placement index and because ASE is going to try to place the row on the 
same page, same extent, or same allocation unit as lexicographical sort ordering suggests.  As a result, there is a bit 
of a quandary between using separate local index trees and the placement and uniqueness directives of the 
primary key on trade_id.  Remember, for a clustered index, the placement is dictated by the index value but the 
partition placement may conflict with it.  One option that is thought of is to use the primary key as a placement 
within each local index.  The quandary is: 

• Do you only check the primary key uniqueness (trade_id) within the local index partition 
defined by the partition key (trade_date) - risking duplicates in other partitions, or… 

• Do you enforce the placement and when primary key uniqueness is necessary, check 
each of the local indexes to be assured of the uniqueness - at a cost of more IO’s to 
check each local index, or… 

• Do you raise an error highlighting the fact that uniqueness would not be enforceable 
due to the conflict between the cluster placement and the local index 

Sybase chose the latter.  As far as the first & second cases, consider the example situation using the data set 
{{12345,…,’Jan 2 2008’,…}, {12345, …,‘Jan 2 2009’,…}}.  If the local index was created, the two different dates would 
place the rows in different partitions - both from a data and index perspective.  If attempting to insert the second 
set of data values: 

• If only the partition it was being inserted into was checked for uniqueness of the 
primary key, we would end up with a duplicate primary key value.   

• If every partition was checked, the result could require 10’s to 100’s more IO operations 
- depending on the number of partitions.   

Remember, the primary goal of ASE is OLTP systems - consequently, overhead that significant is typically avoided if 
possible.  On the flip side, a global non-clustered index would have a single structure and therefore it would be 
easy to verify uniqueness of the key - and because a non-clustered index is not concerned with physical row 
placement we no longer have a conflict between cluster placement and partition placement directives.   

In order for to create a clustered primary key on a semantic partitioned table, the primary key must be a superset 
of the partition keys.  For example: 
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create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key (customer_id, trade_date) 
) lock datarows 
partition by range (trade_date) ( 
 p2005 values <= ('Dec 31 2005 23:59:59'), 
 p2006 values <= ('Dec 31 2006 23:59:59'), 
 p2007 values <= ('Dec 31 2007 23:59:59'), 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59') 
) 
go 

The reason is that the partition key (trade_date) is a complete subset of the primary key, therefore partition 
determination is possible - even if it itself is not unique and is not the leading columns of the primary key.  This is 
possible because for any given value for trade_date, the same partition will be used - which means ASE can do the 
unique index checking just within that partition.  The net impact of this is that when partitioning for maintenance, 
the range partition key set should be a subset of the primary key in order that the primary key can be a local 
clustered index and uniqueness is still enforceable.  This is true not only for primary keys - but also unique clustered 
indexes as well - in order for any unique clustered index to be created, the partition key has to be a strict subset of 
the unique index key. 

Note that while you can only have one clustered index per table, it is possible to have more than one unique index 
per table.  If uniqueness needs to be enforced, this can present a bit of a problem.  For example, consider an 
airplane ticket schema similar to: 

create table airline_tickets ( 
 ticket_number  char(20)  not null, 
 carrier_code  char(2)  not null, 
 flight_number  smallint  not null, 
 departure_date  datetime  not null, 
 departure_airport  char(4)  not null, 
 destination_airport char(4)  not null, 
 seat   char(4)  not null, 
 fare_code  char(1)  not null, 
 passenger_firstname varchar(30) not null, 
 passenger_lastname varchar(30) not null, 
 frequent_flier_acct varchar(20) null, 
  primary key (ticket_number) 
) 
go 
 
create unique index acft_seating_idx 
 on airline_tickets (carrier_code, flight_number, departure_date, seat) 
go 
 

Effectively, we have two unique indexes to create - one on {ticket_number} and the other on {carrier_code, 
flight_number, departure_date, seat}.  One of these will need to be a global index if uniqueness needs to be 
enforced on both - assuming we can partition on the other. 

While maintenance is discussed in more detail in later sections, a global index immediately causes two problems 
from a maintenance standpoint: 

• Updating index statistics on a global index must be done on the entire index and not just 
the currently active partition. 

• Truncating a partition has to perform individual row deletes from a global index where 
with local indexes it can just deallocate the space. 

Impact on Schema: Index Keys 

An oft asked question is whether the index key can be different from the partition key.  The answer is “Yes”.  
Consider the following example: 

create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
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 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key (trade_date, customer_id) 
) lock datarows 
partition by range (trade_date) ( 
 p2005 values <= ('Dec 31 2005 23:59:59'), 
 p2006 values <= ('Dec 31 2006 23:59:59'), 
 p2007 values <= ('Dec 31 2007 23:59:59'), 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59') 
) 
go 
 
create nonclustered index customer_idx 
 on trade_hist (customer_id) local index 
go 
 
create nonclustered index symbol_idx 
 on trade_hist (symbol, num_shares) local index 
go 

The nonclustered indexes above would be partitioned as local indexes for the simple reason that neither are 
unique.  As a result, if the data row is inserted into the 2nd partition, the index keys can also be inserted into the 2nd 
index partition irrespective of the index key values.  Realizing that this is possible is important because reducing 
maintenance times will largely be dependent on the use of local indexes when ever possible. 

Impact on Queries 

As many are already aware of the partition-aware maintenance commands, the impact on maintenance from using 
local indexes is fairly obvious.  What is less straightforward is the impact on queries.  Generally speaking, the 
obvious index selections for covered queries, etc. should not change.  However, when the optimizer may have to 
choose between two or more indexes, partitioning could impact query performance.  From a query’s perspective, a 
local index on one set of columns may be more expensive than a global index on a different set.  The reason is due 
to IO cost considerations as selecting a local index might require traversing several local index trees to get to all the 
data if the desired data is spread among more than one partition.  This is a critical consideration to understand - a 
poor choice for the partitioning key or the partition size could quite dramatically impact query performance - 
which will be covered in detail in the next section on partition granularity. 

There are features in ASE 15.0 that may help mitigate the problem for certain sets of queries.  For example, when 
using table partitioning, enabling eager aggregation in the query optimizer is strongly recommended for users that 
run range or aggregate queries.  Eager aggregation can be enabled at the session level by the application or via a 
login trigger by setting the optimization criteria advanced_aggregration to true.  The rationale for this 
recommendation is that one of the biggest issues with partitioning a table is that maintenance may dictate a 
partition granularity below the threshold of some business critical queries.  Eager aggregation may mitigate this 
risk and quite possibly allow even better performance than without partitioning.  Additionally, it also might reduce 
the need to have global indexes.  Most range queries involving large tables typically include aggregate functions.  
By using eager aggregation, these aggregate functions can be ‘pushed down’ the query tree in more complex query 
expressions involving joins and in other situations.  This effect can be even more pronounced when parallel query 
is enabled - however, considering the aspect that a few number of users could consume all of the system 
resources, parallel query should be enabled only after very careful consideration and in a very controlled fashion.  
One possibility is to only allow parallel query within a particular engine group during a specific time range for a 
particular application - settable via a login trigger. 

While the full impact of partitioning on query performance is beyond the scope of this paper, it is important to 
realize that when partitioning to reduce maintenance times, it needs to be done in such a way that normal 
business operations are unaffected.  It may not be possible to prevent every query from being impacted, but you 
do want to ensure that common queries or those that have tight performance requirements are not affected. 
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Partition Granularity 
Granularity usually infers a relationship to “size” - but also has an inferred context of resolution due to the size.  
For example, the photography film grain used to determine the clarity of a picture.  We also speak of coarse or fine 
grained filters even in the software industry.  In this context, while we are talking about partition “sizes”, the main 
focus of this discussion is more of the semantics of size due to the boundary conditions - how well the 
maintenance can be restricted to fewest number of partitions while impacting queries the least.  For example, if 
partitioning by a date - a yearly partition is quite large, a quarterly partition still fairly big, a monthly partition 
probably medium, while weekly and daily partitions small - and hourly partitions tiny.  While this obviously 
depends on the data retention and volumes, the question that partition granularity is attempting to address is 
“how do the partition boundary conditions affect query processing”.  If a query can be completely contained within 
a partition, there is no impact.  However, if a query spans multiple partitions, the number of partitions necessary 
to meet the query criteria can have a considerable impact on query performance - to the extent that it is worse 
than with an unpartitioned table.  Irrespective of row counts, there are two major factors in partition granularity: 

• The semantic “distance” between partition range boundaries 

• The number of partition keys and which keys are used 

The goal of this section is to highlight the considerations about partitioning choices and provide some initial 
guidance that can be used as a starting point. 

Partition Range Boundaries 

In order to reduce maintenance time significantly, we ideally would like to ensure that the volume of data that 
maintenance is performed on is at least an order of magnitude less than the full table - with even better gains as 
this increases towards two orders of magnitude.  For this reason, the best starting point for partitioning is to 
consider 30 to 60 partitions as a start - based on trying to get the partition row count to 50-100x less than the total 
table row count.  While it might be tempting to use >100 partitions as a starting point on the theory that even less 
data in each partition is better, the result is that the partition ranges are too small. 

Not only does this wreak havoc on range queries as such queries need to span multiple partitions, but it also 
increases the potential number of partitions across which maintenance must be performed.  Some of the 
questions that should be asked before determining the partition boundaries are: 

• Of my company’s data retention policy, how much of the data must be kept online vs. 
archived offline or to another system? 

• How often are the data purge/archival processes run? 

• How often do I plan on performing partition maintenance? 

• How long is the maintenance window and what other tasks need to be accomplished 
during the maintenance window?  Essentially, how much time do I think I can allot to 
partition maintenance vs. backups or other activities. 

• How many resources (CPU’s, procedure cache, temp space) do I have for partition 
maintenance with respect to other tasks? 

When partitioning was first introduced, a common range partitioning scenario that cropped up was that customers 
started asking about creating 1,000+ partitions based on retaining 3+ years of data and using one partition for each 
day.  If implemented in this fashion, several problems would have immediately been noted: 

• Query performance for range queries would have suffered for queries that spanned 
more than one partition. 

• Insert and other DML performance would have been a lot slower due to time to 
determine which partition would contain the data (discussed below). 

Yes, maintenance times would have been reduced dramatically - but at the cost of an unusable system - with the 
second bullet being the bigger factor.  In the earlier table, we stated that for range partitions, the “Number of 
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partitions should be kept in the 10’s or very low 100’s at the most”.  The driving consideration is based on how ASE 
does partition determination. 

Type Partition Determination 

Round-Robin Round robin assignment based on 
ASE SPID (session id) 

Hash Based on hash value of partition 
keys 

List Serial scan of the list of partition 
values in each partition 

Range Binary search (log2(n)) 

Consider the impact on partition determination for a range partition considering 5 years of data retention 
(iterations is the “worse case scenario” for the number of test conditions for the binary search algorithm before 
the correct partition was determined): 

Boundary Partitions Iterations 

Daily 1827 11 

Weekly 260 9 

Monthly 60 6 

Quarterly 20 5 

Yearly 5 3 

From a maintenance perspective, partitioning based on year would likely leave the partitions still too large.  While 
it would be expected to reduce the maintenance times to only 20% of the norms (as each partition would only be 
1/5th the size), the problem today is that often maintenance on this volume of data cannot be completed at all 
over a period of several days and even 1/5th of the time could be several hours - and several hours too long.  On 
the opposite end of the spectrum, daily partitions would take nearly four times as long to determine the partition 
to use as yearly partitions and the resulting impact on inserts and DML activity could slow system response time 
impacting business.  Even weekly partitions at three times would likely have a noticeable impact.  This leaves the 
sweet spot for this system in the monthly or quarterly ballpark.  This is where the query performance becomes a 
factor.  Since most publically traded companies report on a quarterly basis, many of the reports perform range 
scans within the same quarter.  If we partition on a quarterly basis, we have the best chance of impacting query 
performance the least.  Additionally, it would have a slight edge in partition determination - and possibly could 
have an easier implementation considering that the “February” partition boundary for monthly partitions would 
always have to consider the leap year (which makes it easier to make mistakes in setting up the partition 
conditions).  While this seems to counter our earlier statement in which we recommended 30-60 partitions, this is 
the type of trade-off that you may have to make.  Optionally, if you were aware that the quarterly reports are only 
run once per quarter and that the use of eager aggregation eliminated the partition effect on those queries - 
monthly partitions may be an option - but it is likely that you would still need to do maintenance on the last two 
partitions anyhow. 

The other aspects to consider are how often the purge cycle is run and how often the maintenance is to be 
performed.  For many companies, the data retention policy is based on the need to retrieve historical data in 
response to legal considerations or legislative requirements.  As a result, true “purges” are based on yearly 
boundaries.  However, the data could be archived on a shorter schedule - such as monthly or quarterly - which 
results in mini-purges of the archived data.  The problem is that after such large operations, more intrusive 
maintenance such as a reorg may need to be performed whereas normal maintenance such as updating statistics 
may not take as long.  Consequently, the larger archival driven maintenance windows are likely planned around 
only a few planned outages per quarter - such as the longer holiday weekends when the extra business downtime 
allows longer maintenance in addition to the normal weekend maintenance.  Additionally, such business drivers 
about how the data is used may limit how the data is archived.  For example, if you are only archiving a month - 
what good is the other two months data for that quarter in the system if normally comparing quarter over quarter 
sales?  Taking such factors into consideration, having monthly partitions may not offer any advantage for quarterly 
maintenance cycles. 



 

20 Reducing Maintenance Time & Improving Availability Using Semantic Partitions in ASE 15.0  

Please note that all the discussion above is based on a mythical set of circumstances.  Each system would have to 
be considered individually - and a key factor would be how long a piece of data is actually useful to the business 
based on how far back reports/analysis is done.  For example, if a trading system only focused on the trade itself, 
daily data partitioning bias might be more effective.  If settlement and other post-trade actions are included in the 
system - possibly a weekly bias might be needed.  For portfolio analysis, a monthly, quarterly or yearly bias.  
However, the recommendation is that the starting partition consideration should be the next lowest business 
divisor based on the retention policy.  Consider the following recommended partition granularity for a range 
partitioning implementation: 

Retention Policy Starting 
Recommendation 

Smallest 
Recommended 

Extreme Case 

Decades/Lifetime Year Quarter Month 

3-7 Years Quarter Month Week 

1-3 Years Month Week Day 

30 Days Day Part of Day (morning, 
afternoon, evening) 

Hour 

Note that while this is obvious for date based partition keys - as will be illustrated in the next section, other 
partition keys that are not dates could be used and some ability to control within this granularity would b possible.  
Partitioning with more partitions than the “extreme case” granularity is likely to have too much negative impact on 
queries/DML to be supportable.  Note that the extreme case only applies when the data retention policy is at the 
bottom of the range.  For example, if in the 1-3 year range, a daily partition could be considered for a 1 year data 
retention policy - but should not be considered beyond that.  The rationale, again is based on keeping the number 
of partitions manageable.  Additionally, the extreme case should only be considered when the system availability is 
considered much more important than the query response times negatively impacted by the additional partitions.  
Performance (in this case maintenance performance) is always a tradeoff - you need to be aware of the cost of 
what you are trading to gain the performance. 

Partition Keys 

There really are two aspects to the partition keys - how many partition keys are used and which keys are used. 

Multiple Partition Keys 

As documented, Sybase ASE currently supports up to 31 columns as partition keys.  However, there is a nuance 
that while documented still leads to some undesired behavior with range partitions specifically.  Note that this only 
applies to range partitions as in a range partition, the partition condition is an upper bound (<=) of the range while 
in the other semantic partitioning types, the equality on either the list value or hash result is used. 

Sybase ASE is primarily an OLTP platform.  Data partitioning is most usually thought of in the context of DSS 
environments -which poses a bit of a dichotomy.  The problem is when multiple partition keys are involved for a 
range partition, which one(s) are evaluated before determining the partition to insert the data into.  If all are 
evaluated, the length of time to determine the partition lengthens with each key.  Due to its OLTP nature, it was 
decided in ASE to evaluate the keys in order - and if the correct partition could be determined by the first key, the 
other keys would not be used.  Only if the partition could not be determined would the second or subsequent keys 
be evaluated.  This can be summarized as: 

• If the data value is less than the current partition key value, the row belongs in that 
partition.  Subsequent partition keys are not checked. 

• If the data value is equal to the current partition key value, then ASE checks the next 
partition key in order. 

• If the data value is greater than the current partition key value, ASE checks the next 
partition. 

This has an unintended side effect if users are not careful.  Let’s assume that we have a table similar to: 
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-- the separation of a date into DMY fields is for illustrative purposes only 
create table customer_hist ( 
 customer_id  unsigned bigint  not null, 
 transaction_id  unsigned bigint  not null, 
 tran_day   tinyint   not null, 
 tran_month  tinyint   not null, 
 tran_year  smallint   not null, 
 …, 
  primary key (customer_id, transaction_id) 
) 

Now, let’s assume that because of query considerations we don’t want to partition below a quarter.  However, the 
resulting partitions would still be too large for maintenance, consequently, we decide to further split the partitions 
in half based on the customer ID as it turns out that the range queries focus on individual sets of customers.  
Assume we have 2 million customers with ID’s ranging from 1 to 2 million. Knowing that the calendar quarters end 
in months 3, 6, 9 and 12, it might be tempting to define this partition scheme using something like: 

alter table customer_hist  
 partition by range (tran_month, customer_id) 
  (p1 values <= (3, 1000000), 
   p2 values <= (3, 2000000), 
   p3 values <= (6, 1000000), 
   p4 values <= (6, 2000000), 
   p5 values <= (9, 1000000), 
   p6 values <= (9, 2000000), 
   p7 values <= (12, 1000000), 
   p8 values <= (12, 2000000) 

Except this doesn’t work because of the partition key evaluation sequence.  Any transaction that occurred in 
January or February would get put into partition p1 because 1 and 2 are less than the key value of 3.  Only March’s 
transactions would get checked to see what the customer ID was to determine whether the transaction would go 
into p1 or p2.  Consequently, if we averaged 100 million rows per month (1.2 billion row table) evenly distributed 
among the customers (50 per customer per month) and used the above partitioning scheme, the resulting 
partition skew would be: 

Partition Condition Row Count 

p1 <= (3, 1000000) 250,000,000 

p2 <= (3, 2000000) 50,000,000 

p3 <= (6, 1000000) 250,000,000 

p4 <= (6, 1000000) 50,000,000 

p5 <= (9, 1000000) 250,000,000 

p6 <= (9, 2000000) 50,000,000 

p7 <= (12, 1000000) 250,000,000 

p8 <= (12, 1000000) 50,000,000 

A similar (or worse) problem would occur if the partition key order was swapped to {customer_id, tran_month}.  
Lacking a full datetime value to define the range partition on, the only way to evenly distribute the data would be 
to create 24 partitions using a scheme similar to: 

alter table customer_hist  
 partition by range (tran_month, customer_id) 
  (p1_1 values <= (1, 1000000), 
   p1_2 values <= (1, 2000000), 
   p2_1 values <= (2, 1000000), 
   p2_2 values <= (2, 2000000), 
   … 
   p12_1 values <= (12, 1000000), 
   p12_2 values <= (12, 2000000), 
 

Alternatively, we would need to either add a column that recombines the data fields back into a datetime column 
or add a column for the quarter. 

Ignoring the date aspect of the above example, it demonstrates a very critical consideration when using multiple 
partition keys with range partitions.  The leading n-1 partition keys should be very low cardinality and listed as 
discrete values when using more than one partition key.  If partitioning on two or more high cardinality columns - 
such as customer_id and transaction_id in the above example - hash partitioning is the only scheme that would 
provide decent data distribution - but as note earlier, it really isn’t the best option for maintenance. 
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A second aspect is one that was mentioned earlier.  If you attempted the full initial example in one statement such 
as: 

create table customer_hist ( 
 customer_id  unsigned bigint  not null, 
 transaction_id  unsigned bigint  not null, 
 tran_day   tinyint   not null, 
 tran_month  tinyint   not null, 
 tran_year  smallint   not null, 
  primary key (customer_id, transaction_id) 
) 
partition by range (tran_month, customer_id) 
 (p1 values <= (3, 1000000), 
  p2 values <= (3, 2000000), 
  p3 values <= (6, 1000000), 
  p4 values <= (6, 2000000), 
  p5 values <= (9, 1000000), 
  p6 values <= (9, 2000000), 
  p7 values <= (12, 1000000), 
  p8 values <= (12, 2000000) 
) 

You would have the same failure as mentioned earlier with respect to the primary key as only a portion of the 
primary key is used for partitioning.  Adding transaction_id to the partition key doesn’t help as then the partition 
key is a superset of the primary key - and it needs to be a subset if a local index is desired.  Consequently, a 
common problem with multi-key partition keys is that unless the partition key is a complete subset of the primary 
key, a global index is the only option for enforcing the primary key.  As a result, it is often recommended that for 
range partitions, you either limit yourself to a single column partition key that is a member of the primary key, or 
you enforce the primary key uniqueness via the application (or trigger).  In fact, unless deliberately using a low 
cardinality key in front of a range to implement one of the partition schemes mentioned at the end of this paper, it 
is highly recommended that you seriously consider starting with just a single partition key. 

Partition Key Choice 

In order for partitioning to be effective, the partition key must naturally be used in the query processing.  For 
example, consider the previous example from our list partition sample: 

create table sales ( 
 order_num bigint  not null, 
 customer_id bigint  not null, 
 order_date datetime  not null, 
 geo_region char(5)  not null 
) 
partition by list (geo_region) ( 
 apo_partn values (“APO”), 
 emea_partn values (“EMEA”), 
 lao_partn values (“LAO”), 
 nao_partn values (“NAO”) 
) 

A not so obvious problem is that it is more likely that most application accesses use the order_num or customer_id 
columns to access the table - and rarely reference the geo_region.  While some regional reports might specify it, 
most of the transactions won’t.  As a result, ASE will not know which partition the data is in simply by the query 
criteria.  This is where a difference of global and local indexes play a part.  It is likely that there is an index on 
order_num that can be used to find the row quickly.  But if it is a local index, ASE still has to check each of the local 
index partitions for that order_num. 

This can also apply to the most commonly thought of partition datatype - dates.  Remember our trade history 
example from earlier? 

create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key (trade_id) 
) lock datarows 

An interesting aspect to consider is that while partitioning on a date may seem the logical choice, what would be 
the difference vs. partitioning on trade_id?  How many of the queries include a date? Does partitioning on trade_id 
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prevent partition-based maintenance?  The answer to the latter is likely not.  Since both trade_id and trade_date 
are likely sequential, both would increase through the partition range - consequently partition maintenance would 
still be an option.  The only tradeoffs would be that for data purging, a single date may not be completely 
contained in one partition and that some range queries may span two partitions vs. being contained within one.  
This may present an alternative to changing the primary key.  For example, earlier, we changed the primary key to 
customer_id and trade_date.  However, this may not be unique as large trading partners often are performing 
simultaneous trades.  If the only truly unique field in the table is the true primary key, than the only other 
“apparent” alternative would be to “extend” the primary key to include the date - such as: 

create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key (trade_id, trade_date) 
) lock datarows 

Of course to enforce uniqueness on the true primary key, we either have to do it via application logic - or via 
another index that specifies just the true primary key.  The problem with the latter is that once again, we cannot 
create a unique local index on a column not contained in the partition keys.  So we would need to create a global 
index to do this - which would be the same as specifying the primary key as nonclustered as demonstrated earlier. 

It is in these sort of “no win” situations that realizing that partitioning on a monotonic sequence - such as an 
identity column, a sequential number or other sequential pseudo-key could provide the same effect as partitioning 
on a date column.  There are other examples of when choices about which column to use for the partition keys can 
have a profound effect on the system.  Many of these are related to partitioning to support parallel query 
efficiency - a topic that while outside the scope of this paper, is discussed in the white paper “Top 10 Reasons for 
Developers to Upgrade to ASE 15.0”. 
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Initial Partitioning of Existing Tables 

Beyond a doubt, one of the biggest hurdles in implementing partitioning is the initial partitioning of existing tables.  
Many customers are already faced with the problem that current maintenance windows are not long enough to 
process the entire table and are struggling with how they can implement partitioning in the shortest amount of 
downtime - somehow determining what that downtime needs to be in advance.  This is a big hurdle for customers 
in adopting partitioning.  Unfortunately, there are two answers to the problem - and that is why the books can’t 
always give an answer.  For example, it depends on if the source table is already DOL locked or if still APL locked 
and if the goal is a DOL or APL table schema after partitioning.  From the experiences in testing for this whitepaper 
and with customer systems, the decision tree and the two methods to use are: 

 

The Decision Tree for BCP or Select/Into Methods 

 

Recommended Approach for Initial Partitioning 

In the above diagram, there are two main phases - partitioning the data; and re-creating indexes.  We will discuss 
each of these in this section using a test scenario to illustrate why the two different paths.  Afterwards, we will 
discuss some influencing factors that you may want to take into consideration and test in your environment to see 
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if it changes your strategy.  Note that the test scenario goal is to create a datarows locked table with partitioning - 
consequently the convergence of the paths after the clustered index creation is expected. 

Test Scenario 
For the times and data points reported in the rest of this section, a sample table for air quality was used to test the 
various partition methods and index recreation times.  The statistics on the test environment were: 

• Air quality table with ~20 columns containing nearly 245 million (244,758,799) rows of 
data representing ~16 years of fictitious air sample data from around the US. 

• Hardware environment was a dual processor quad-core XEON based Red Hat Enterprise 
5.1 Linux host with 8GB of RAM and 4TB (8x500GB) of SATA2 disk drives attached to a 
single RAID controller. 

• ASE 15.0.3 (and later ESD #1) configured for 6 engines and 6 GB of memory 

• Goal is alter the table to use datarows locking (from allpage) and also partition the table 
so that maintenance times are significantly reduced despite the increased index 
statistics requirements due to upgrading to ASE 15.0 

The actual table schema for the test scenario was: 

create table air_quality ( 
 city  varchar(50)  not null  , 
 state  char(2)   not null  , 
 zip_code  char(5)   not null  , 
 county  varchar(50)  not null  , 
 latitude  numeric(5,2)  not null  , 
 longitude numeric(5,2)  not null  , 
 sample_date datetime   not null  , 
 air_temp  smallint   not null  , 
 weather  varchar(30)  not null  , 
 co2_aqi  tinyint   not null  , 
 no2_aqi  tinyint   not null  , 
 o3_aqi  tinyint   not null  , 
 so2_aqi  tinyint   not null  , 
 pm25_aqi  tinyint   not null  , 
 pm10_aqi  tinyint   not null  , 
 nh3_aqi  tinyint   not null  , 
 co_aqi  tinyint   not null  , 
 nox_aqi  tinyint   not null  , 
 voc_aqi  tinyint   not null  , 
  CONSTRAINT air_quality_PK PRIMARY KEY CLUSTERED  
   (sample_date, city, state, zip_code ) 
) 
go 
 
create index city_state_idx on air_quality (city, state, zip_code) 
go 
 
create index lat_long_idx on air_quality (latitude, longitude) 
go 
 
create index county_state_idx on air_quality (county, state) 
go 
 
create index zipcode_idx on air_quality (zip_code) 
go 

In order to maximize up-time for a fictitious web site access, the goal was to reduce the maintenance window to as 
little as possible - fitting within a few hours during the early Sunday morning timeframe.  Consequently, while 
yearly partitioning was possible, it was felt that a 1/16th reduction in maintenance time would not be sufficient.  
The target partitioning scheme was a quarterly partitioning which resulted in 64 partitions for the existing 16 years 
worth of data.  The partitioning scheme for the test scenario could be viewed as: 

alter table air_quality 
 partition by range (sample_date) ( 
  Q1_1993 values <= (‘Mar 31 1993 11:59:59pm’), 
  Q2_1993 values <= (‘Jun 30 1993 11:59:59pm’), 
  Q3_1993 values <= (‘Sep 30 1993 11:59:59pm’), 
  Q4_1993 values <= (‘Dec 31 1993 11:59:59pm’), 
  … 
  Q1_2008 values <= (‘Mar 31 2008 11:59:59pm’), 
  Q2_2008 values <= (‘Jun 30 2008 11:59:59pm’), 
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  Q3_2008 values <= (‘Sep 30 2008 11:59:59pm’), 
  Q4_2008 values <= (‘Dec 31 2008 11:59:59pm’) 
 ) 
 

Partitioning the Data 
In the above diagram, we only reference two methods for partitioning - bcp out/in and select/into.  There are 
actually three methods of achieving the table partitioning and locking changes: 

• Alter Table - Use the documented alter table commands directly on the table.  This 
tends to be the slowest and least attractive (especially due to an acceptable back-out 
strategy) - but we will use it as a reference time for determining what degree of 
parallelism or concurrency we need to use for the others. 

• Bcp Out/In - bcp out the data and bcp the data back into a new table with the desired 
schema.  Typically, this will be executed using concurrent streams. 

• Select/Into - Use select/into to generate a new table with desired locking/partitioning 

Each of these methods as well as the test results are discussed below. 

Alter Table 

The basic commands to alter a table to switch from allpages to datarows locking as well as partitioning are well 
documented in the manuals.  The problem is that an alter table can only perform a single table altering command 
at a time.  This will require issuing the alter command twice: once for the DOL locking change and the second time 
for the partitioning change: 

alter table air_quality lock datarows 
go 
 
alter table air_quality 
 partition by range (sample_date) ( 
 Q1_1993 values <= ('Mar 31 1993 11:59:59.999pm'), 
 Q2_1993 values <= ('Jun 30 1993 11:59:59.999pm'), 
 Q3_1993 values <= ('Sep 30 1993 11:59:59.999pm'), 
 Q4_1993 values <= ('Dec 31 1993 11:59:59.999pm'), 
 … 
 Q1_2008 values <= ('Mar 31 2008 11:59:59.999pm'), 
 Q2_2008 values <= ('Jun 30 2008 11:59:59.999pm'), 
 Q3_2008 values <= ('Sep 30 2008 11:59:59.999pm'), 
 Q4_2008 values <= ('Dec 31 2008 11:59:59.999pm') 
) 
go 

One of the documented restrictions on using alter table to partition a table is that all the indexes must be dropped 
first.  This poses an interesting problem as the table may have dependent foreign key constraints on the primary 
key - which would need to be dropped as well.  Ignoring the impact of foreign key constraints, for these tests, only 
the indexes on the air_quality table were dropped prior to both commands being executed.  The results were as 
follows: 

Command Time hh:mm 

alter table lock datarows 0:25 

alter table partition 1:25 

total 1:50 

Of course, to this time we need to add the time it will take to rebuild the indexes, but assuming they are within the 
same orders of magnitude, this looks to be easily achievable within one day.  The problem is that if we are 
partitioning more than one table - depending on how many we execute in parallel - we may end up exceeding the 
maintenance window in that case.   

However, a bigger problem is the real lack of a back-out strategy.  From the time the command is issued to drop 
the indexes, the DBA is committed to the process.  If any error occurs during the process, such as a table 
corruption, it will need to be fixed - thus lengthening the time.  In order to prevent such a data loss, obviously a full 
database backup taken just prior to the change could be restored - but the time it would take to restore this dump 
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needs to be factored in to the go/no-go decision point.  For example, let’s assume that loading the full database 
dump takes 8 hours.  If the predetermined maintenance window is 12 hours, then at the 4 hour point (12 - 8 = 4) 
into the alter table process we would hit a go/no-go point.  Fortunately, with <2 hours consumed by the actual 
alter table, we would be well within the time to rebuild the indexes before we hit the go/no-go decision point.  It 
would be a different situation if the maintenance window was only 9 hours as somewhere in the middle (9 - 8 =1) 
of the partitioning we would have to make a go/no-go decision without knowing whether we would succeed.  By 
knowing up front (via testing) how long the process will take as well as how long a full database reload takes, the 
DBA could better block out the maintenance window.  For example, assuming it takes 10 minutes to drop the 
indexes and 8 hours to reload the database, the DBA should likely request a minimum of a 10 hour maintenance 
window to allow recovery after the partitioning is complete (1.5 + 8 =9.5 - round up to 10 to allow time for 
detecting failure and determining resolution).  The assumption is that the alter table results in a corruption that 
requires restoring from dump vs. simply undoing the alter table by re-altering back.  Ideally, the time to restore 
should be added to the time it takes to rebuild the indexes to determine the maintenance window request. 

BCP Out/In 

The bcp out/in method only works for situations in which you are range partitioning an APL table and wish an APL 
partitioned table as a result.  That is key - both the starting and the ending table schemes must use APL locking.  
The reason for this is due to two factors: 

• The bcp out will take longer than the select/into - even from APL.  If attempting to bcp 
in sorted fashion from DOL (via index scan), it is highly unlikely that it will complete in 
the desired time on tables the size that need partitioning. 

• Creating an index using sorted_data option only works on APL tables - or unpartitioned 
DOL tables (based on experiences). 

One advantage to the bcp out/in strategy is that the back-out time could be significantly reduced as well as 
possibly a phased approach to the implementation.  The best overall strategy for using bcp is as follows: 

• Create a new table with the desired schema (partitioning and locking).  Minor datatype 
modifications are also possible (e.g. null  not null or length changes). 

• Create views on the existing table that corresponds to the same range as the 
partitioning.  In our example, this would require 64 views. 

• Bcp out the data in parallel using several concurrent bcp “streams” - one from each 
view.  For our test, we used 8 & 16 parallel streams - each stream processed 8 or 4 of 
the “partitions” into separate files.   

• Use -n for native bcp mode vs. -c for character. 

• Bcp in the data to the new table structure using the bcp partition clause.  Again, parallel 
bcp streams should be used. 

• Create the unique clustered index using ‘with sorted_data’ 

• Rebuild the nonclustered indexes as is common to all the methods. 

• Rename the old and new tables and fix any dependent constraints 

• Drop the old table 

The view definitions would resemble the following: 

create view Q1_1993_bcp_view as  
 select * from aqi_flattened_apl 
   where sample_date between 'Jan  1 1993 12:00:00:000AM' and 'Mar 31 1993 11:59:59:996PM' 
go 
  
create view Q2_1993_bcp_view as  
 select * from aqi_flattened_apl 
   where sample_date between 'Apr  1 1993 12:00:00:000AM' and 'Jun 30 1993 11:59:59:996PM' 
go 
  
create view Q3_1993_bcp_view as  
 select * from aqi_flattened_apl 
   where sample_date between 'Jul  1 1993 12:00:00:000AM' and 'Sep 30 1993 11:59:59:996PM' 
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go 
  
create view Q4_1993_bcp_view as  
 select * from aqi_flattened_apl 
   where sample_date between 'Oct  1 1993 12:00:00:000AM' and 'Dec 31 1993 11:59:59:996PM' 
go 
 

As mentioned earlier, this works best from an APL table (see results below).  With the clustered placement based 
on sample_date, the view should choose the clustered index - which is the table datapages - in a range scan 
between the dates. 

There are a couple of key factors in the above process.  First, we are attempting to use the bcp partition syntax to 
reduce the overhead of the bcp process (data load would not need to do partition determination).  This partition 
aware bcp syntax is: 

bcp <database>..<table> partition [in | out] <filename> 

So the full sequence is actually first bcp out from the view and then bcp in the partition as in: 

bcp <database>..<viewname> out <filename> 
bcp <database>..<table> partition in <filename> 

Note that for a hash partition, it would likely be impossible to predict which partition a hash key would end up in.  
Consequently, in order to bcp in to a partition, we need to be able to associate the data file with a specific 
partition’s data and this then leaves us with only being able to do this for range partitioning. 

An additional key factor is that we are bcp’ing out and straight back in to the same exact server/platform.  This 
allows us to exploit native datatype representation of the data during the bcp process vs. character mode.  
Consider the difference between the following two syntaxes: 

-- typical character mode bcp 
bcp <database>..<table> out <table>.bcp -c 
 
-- native datatype mode 
bcp <database>..<table> out <table>.bcp -n 
 

In the former case (-c character mode), numerical datatypes (int, numeric, float, etc.) as well as other non-
character data (e.g. date, time) would have to be translated to their string equivalents during the bcp out - and 
then back to the native storage formats when reloaded.  Even character data may need some mapping based on 
the explicit charset for the bcp command (-J) or the implied default (e.g. iso_1) should different locales be 
involved.  This adds considerable unnecessary overhead to the process.  By choosing to use the native mode, we 
avoid this overhead and also eliminate the risk of loss of precision problems when doing so using approximate 
numerics (float, real). 

As would be common in many cases, we were bcp’ing out to a local file system.  Given the number of cpu cores 
and ASE engines involved, we ran tests of 8 & 16 concurrent streams - and tested both from a DOL table as well as 
APL.  The rationale for the latter aspect (DOL vs. APL) is simply due to the fact that with APL tables, the data is 
clustered by the primary key and the result is a simple range scan of the appropriate page count.  For DOL tables, 
since the clustering is not maintained, it has to do an index leaf scan and then for each row in the index leaf node, 
do a page fetch for the row.  The results are illustrated below (note for comparison purposes, a bcp out from a pre-
partitioned table is also illustrated): 

Command bcp out 
(hh:mm) 

bcp in 
(hh:mm) 

Total 
(hh:mm) 

APL (8 streams) 1:34 0:19 1:53 

APL (16 streams) 0:56 0:19 1:15 

DOL (serial)* 19:44 incomplete incomplete 

DOL (8 streams)** incomplete incomplete incomplete 

Pre-Partitioned Table (8 streams) 0:30 0:19 0:49 
* This was estimated based on 2h28m completion of 1/8th of the data.  Test was aborted 

at that point due to length of projected runtime. 

** Test was aborted after 4 hours after no significant progress (<1/64th completion). 
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Considering the alter table example, the 8 stream bcp matches the alter table performance - but at a considerable 
increase in complexity - so not too attractive.  Consequently, the 16 stream bcp is the likely solution - even though 
it is only a 33% gain for a 100% increase in concurrent streams.  An interesting perspective is to compare not only 
the 8  16 stream comparisons - but also the pre-partitioned table.  The pre-partitioned table example was added 
as a way to illustrate the overhead of bcp’ing via a query execution - as it demonstrates a 300% difference vs. a 
similar 8 stream APL bcp - and nearly a 200% reduction from the 16 stream APL bcp run.   

Also, note the severe performance degradation for DOL tables.  As discussed, the reason for this is that a DOL table 
would require an index leaf scan followed by sequential page fetches - which results in a performance degradation 
of at least an order of magnitude.  It is for this reason that we state that the bcp method should not be used if the 
source table is a DOL table.  The rationale for why the target should also be APL vs. DOL will be discussed later in 
the create index with sorted_data discussion. 

The other interesting aspect is that the bcp load speed was faster than the bcp extract speed.  At first, this may 
appear a bit odd as the load speed was only a fraction of the extract speed.  Actually, this could be expected as a 
number of factors hinders the extract speed: 

• It is not likely that the entire table is in cache - consequently, during the extraction 
process, some physical IO’s to read the data will be required.  This read likely involves 
random IOs at the storage level.  While some APF’s may be used, the data is likely 
“chunked” across different extents/allocation units vs. contiguously stored so the 
hardware prefetching (e.g. SAN read cache) may not be able to be fully utilized. 

• Basic query optimization/processing of the view implementation.  Depending on the 
data cluster ratios and existing indexes, optimally the query would be a range scan of 
the data pages (as it was in case of APL) - or it will be a index scan of the leaf levels 
followed by individual data page fetches (in the case of DOL). 

• On the load process, the data is being inserted into data cache - which is not written 
until the wash marker, checkpoint process or housekeeper GC thread are involved - and 
while reading the file may require physical IO, it would be a sequential read that can 
leverage the file systems read-ahead prefetch algorithms. 

While the overall time is a 32% reduction from the alter table approach, the total maintenance window time could 
be reduced further by using optimization techniques such as: 

• Rather than bcp’ing using a physical file, a named pipe could be created using the Unix 
mknod -p command.  The bcp in would then be started on the pipe immediate before 
the bcp out to the same pipe.  This would likely reduce the overall time to slowest of the 
two above - the extraction time. 

• Because we are loading a new table and most of the data is static, we could actually 
start the process weeks before by gradually moving older data during previous 
maintenance cycles (or during quiet times during the night).  As a result, the final 
process may only need to move the last year’s or last quarter’s data. 

• If bcp’ing out to a file system, the impact on file system storage could be reduced by 
bcp’ing out and in each partitions data and then removing the file prior to starting the 
next partition for each stream.  As a result, rather than needing to store all 244 million 
rows in the filesystem for our example (17.5GB), we may only need to store 8 streams 
working on files of 4 million rows each or 32 million rows (2.2GB). 

The advantages of using a new table vs. bcp’ing out from the existing table, truncating the data and then reloading 
the same table include: 

• The back-out strategy is simple - up until the tables are renamed, the back-out is to 
simply drop the new table.  The existing table structure is untouched. 

• Allows a phased approach moving older data during preceding maintenance periods as 
suggested above - or alternatively supports the bcp via a named pipe approach.   
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• Schema changes involving datatype changes - especially null  not null or vice versa are 
easier to implement.  Additionally, new features in ASE 15.0 such as computed columns 
can easily be implemented at the same time. 

• Dependent foreign key indexes can be quickly fixed by altering the system table 
definitions in sysdepends vs. dropping the foreign key index as would be required if 
truncating the table when bcp’ing out/in from the same table.  Note that this may 
require a system bounce to force any cached system catalog references from cache. 

As a result, this method is much preferred over the alter table approach as it is much more sustainable as well as 
executes much faster. 

Select/Into 

The third and final approach involves using select/into.  It is a little known fact that most of the commands that can 
be issued via an alter table (or create table) can also be issued via a select/into.  For example, for our test scenario, 
the syntax of the select/into command resembled: 

select city, state, zip_code, county, latitude, longitude,  
          sample_date, air_temp, weather, co2_aqi, no2_aqi, o3_aqi,  
          so2_aqi, pm25_aqi, pm10_aqi, nh3_aqi, co_aqi, nox_aqi,  
          voc_aqi 
  into air_quality partition by range (sample_date) ( 
 Q1_1993 values <= ('Mar 31 1993 11:59:59.999pm'), 
 Q2_1993 values <= ('Jun 30 1993 11:59:59.999pm'), 
 Q3_1993 values <= ('Sep 30 1993 11:59:59.999pm'), 
 Q4_1993 values <= ('Dec 31 1993 11:59:59.999pm'), 
 … 
 Q1_2008 values <= ('Mar 31 2008 11:59:59.999pm'), 
 Q2_2008 values <= ('Jun 30 2008 11:59:59.999pm'), 
 Q3_2008 values <= ('Sep 30 2008 11:59:59.999pm'), 
 Q4_2008 values <= ('Dec 31 2008 11:59:59.999pm') 
 ) lock datarows  
 from aqi_data_orig -- (parallel 4) 

Note the parallel clause (commented out in the above).  Since we are starting from an unpartitioned table, a 
parallel query on the table would use the parallel scan approach vs. a partitioned scan approach to parallelism.  As 
a result, as is well known, a parallel scan degree of 3-4 is optimal as can be seen in the results below: 

Parallel Scan Degree Time hh:mm 

single threaded (default) 1:46 

(parallel 4) 0:32 

(parallel 8) 0:32 

(parallel 16) 0:35 

With a single threaded query process (the default), the time it takes for a select/into is nearly the same as the alter 
table approach - which doesn’t make it too attractive.  However, with even a little parallelism, the result is that it 
quickly exceeds the bcp out/in approach as well.  Since we are using a new table as well, we have all the same 
back-out strategy benefits that the bcp approach offers.  Of course, one difference between this and the other 
methods is that the entire process is accomplished in a single step.  As a bit of digression, Sybase has stated for 
years that with parallel hash scans (max parallel scan degree), the optimal configuration was 3-4 worker threads.  
This is illustrated above as increasing the number of threads doesn’t help and actually starts a upward trend 
towards the higher end (16 worker processes). 

One aspect of this is that since we are shifting to a DOL table schema, as mentioned earlier, a clustered index will 
not escalate a row lock to a page lock to force the data placement according to the data clustering.  To make sure 
that the row could be inserted near the page (or on the same page) that it would belong to - assuming we would 
have inserts out of clustered order - we could also specify both a fill factor as well as a reserve page gap as part of 
the select/into command.  In our test scenario, however, our table is a clustered first by the sample date - which 
makes the data load very append oriented vs. scattered.  Given that the second index key in the primary key is city, 
however, depends on how the data is submitted and query use whether we need to consider this.  For example, a 
town called ‘Apple Creek’ in Ohio vs. a similar town name in California.  Given the difference in local times, it is 
likely that the California data would be inserted 3 hours later than the Ohio data - assuming the data is inserted in 
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near real time.  Additionally, because of the same timezone delay, “Zanesville” Ohio would also be inserted ahead 
of ‘Apple Creek’, California - which means the non-leading columns of the index (city, state, zipcode) would most 
likely be in unclustered organization.  If we really want the data clustered by city, preserving a larger fill factor or 
reserve page gap may make sense.  However, assuming that most queries would be regional in nature, this might 
be the time to consider swapping the order of the index keys to {state, city} vs. [city, state} to facilitate data 
clustering for regional based queries.  In such a case, adding an order by clause to the above query could help 
restructure existing data according to the new data placement. 

Test Results 

Comparing the best approaches of the above different methods we can compare the differences quite easily: 

 

Performance of Different Partitioning Methods for a 244M Row Test Scenario 

Note that the “Bcp Out/In Ptn x8” is included only for illustrative purposes to show the 
relative performance impact of bcp’ing out from a view which implies query 
execution overhead. 

Besides the performance detractor of alter table, the lack of a reasonable back-out strategy is a major detractor - 
leaving the bcp out/in and select/into methods as the viable options.  An initial quick decision might suggest using 
select/into over bcp as it is simpler to implement and quicker overall.  Consider the following comparison chart: 
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 Select/Into Bcp Out/In 

Advantages • simple/single overall process 
• faster overall with parallel scan 
• easier to assure complete data load as 

final rows affected message reports 
total data moved. 

• Works well no matter what the 
source/target table locking scheme is. 

• Works whether hash or range 
partitioning. 

• supports a phased approach allowing 
static data to be moved earlier 

• supports broader schema changes 
such as computed columns 

• Mid-process failures can be restarted 
near the point of failure 

• On larger hosts, parallelism can be 
exploited better 

• Allows clustered index to be rebuilt 
for APL tables using the with 
sorted_data option - significantly 
reducing time. 

Disadvantages • more restrictive on schema 
modifications as some features such 
as computed columns may not be 
definable 

• since it is a single command, a mid-
process failure would require 
restarting entire process 

• requires rebuilding the clustered 
index without sorted_data option 

• Requires developing and testing the 
bcp stream processes 

• Requires developing views to 
correspond to partitions 

• Requires sum() of bcp results to 
ensure that all data was moved 

• mid-process failures may require a bit 
of cleanup prior to restarting 

• Could require extensive file system 
storage space 

• Most likely limited to situations in 
which both the source & target are 
APL locked. 

• Only usable for range partitioning 

As a consequence, as noted earlier, the decision about which method to use will likely be based on the locking 
schemes involved - although the select/into method works universally well in most cases as compared to the bcp 
approach.  Customers lacking a lot of time for experimentation may just want to opt for the select/into strategy. 

An interesting aspect to consider is that thanks to the MDA tables, whether you use the bcp method or the 
select/into method, you can monitor the progress in either case.  Consider the following stored procedure: 

if exists (select 1 from sysobjects where name='sp_chk_progress' and type='P') 
 drop procedure sp_chk_progress 
go 
 
create procedure sp_chk_progress 
 @tablename varchar(255) 
as begin 
 declare @table_id int, @db_id int 
 
 select @db_id=db_id(), @table_id=object_id(@tablename) 
 
 select DBName, ObjectName, LogicalReads, PhysicalReads,  
  APFReads, PagesRead, PhysicalWrites, PagesWritten,  
  RowsInserted, RowsDeleted, RowsUpdated, LockRequests, LockWaits 
   from master..monOpenObjectActivity 
   where DBID=@db_id and ObjectID=@table_id 
 
 select DBName, ObjectName, PartitionName, LogicalReads, PhysicalReads,  
  APFReads, PagesRead, PhysicalWrites, PagesWritten,  
  RowsInserted, RowsDeleted, RowsUpdated 
   from master..monOpenPartitionActivity 
   where DBID=@db_id and ObjectID=@table_id 
   order by PartitionName 
 
 return 0 
 
end 
go 
 
grant exec on sp_chk_progress to mon_role 
go 

By entering the new table name, we can see how far along we are in the partitioning process.  The first result 
would be table-wide for all partitions - while the second result set would show the progress on a partition-by-
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partition basis.  Note that this works for the partitioning only and not the index re-creation.  The benefit to this is 
that having timed the process in a development or UAT system, you can extrapolate the time for the production 
system by taking several sample points during the process and comparing the progress rate with the development 
systems. 

Re-Creating Indexes 
No matter which method for partitioning is chosen, the final major stage of partitioning a table is to recreate the 
indexes.  There are considerations that can improve this speed as well as ASE 15.0 specific requirements.  
Surprisingly, this phase can take the longest compared to the actual partitioning step.  Based on the schema above 
for our test scenario, we would have the following index re-creations to perform. 

alter table air_quality 
 add CONSTRAINT air_quality_PK  
  PRIMARY KEY CLUSTERED  
   (sample_date, city, state, zip_code ) 
go 
 
create index city_state_idx on air_quality (city, state, zip_code) local index 
go 
 
create index lat_long_idx on air_quality (latitude, longitude) local index 
go 
 
create index county_state_idx on air_quality (county, state) local index 
go 
 
create index zipcode_idx on air_quality (zip_code) local index 
go 
 

Index Creation Parallelism 

An oft neglected performance enhancement for creating indexes is the ability to run the create index in parallel.  
The question from a table partitioning scheme is whether it is better to use the consumers clause on each index to 
enable parallel index creation for each index or whether to run concurrent create index processes or a mixture of 
both.  Unfortunately, it is not possible to provide a “best practice” for all situations as the actual best 
implementation will largely depend on the actual hardware involved as well as the device layout for storage. 

Index Creation Without Parallelism 

As a baseline for comparison purposes, using the test scenario indexes, it is evident that the biggest bottleneck in 
the index recreation is the clustered primary key constraint.  As a placement index, of course, this does involve 
physically sorting the data in each partition (unless the sorted data option is used - see below).  The index creation 
times for our test scenario were: 

Index Time hh:mm 

Primary Key Constraint 4:10 

city_state_idx 0:27 

lat_long_idx 0:31 

county_state_idx 0:32 

zip_code_idx 0:31 

total 6:11 

This seems a bit extreme as the entire table reorganization into datarows locking and partitioning can be achieved 
in 1/10th of the time it takes to recreate the indexes.  Additionally, it could significantly endanger the amount of 
time available for our maintenance window to perform other tasks.  Obviously, we might want to reduce this time 
by seeing if parallel creation helps, if parts of it can be run concurrently, or if tuning can help. 
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Intra-Index Creation Parallelism 

As per the ASE documentation with respect to parallel sorting for index creation (ASE Performance & Tuning: 
Optimizer & Abstract Plans; Chapter 9: Parallel Sorting): 

Adaptive Server requires a minimum number of worker processes to perform a 
parallel sort. If additional worker processes are available, the sort can be 
performed more quickly. The minimum number required and the maximum number that 
can be used are determined by the number of: 

• Partitions on the table, for creating clustered indexes  

• Devices, for creating nonclustered indexes 

• Threads used to create the worktable and the number of devices in tempdb, 
for merge joins 

• Devices in tempdb, for other queries that require sorts 

If the minimum number of worker processes is not available: 

• Sorts for clustered indexes on partitioned tables must be performed in 
parallel; the sort fails if not enough worker processes are available.  

• Sorts for nonclustered indexes and sorts for clustered indexes on 
unpartitioned tables can be performed in serial. 

All sorts for queries can be performed in serial. 

The availability of worker processes is determined by server-wide and session-wide 
limits. At the server level, the configuration parameters number of worker 
processes and max parallel degree limit the total size of the pool of worker 
processes and the maximum number that can be used by any create index or select 
command. 

In other words, as far as index creation is concerned, if there are at least as many worker processes available as 
partitions, the clustered index (including primary key) will be created in parallel.  Interestingly, the first bullet after 
the middle paragraph doesn’t seem to apply to semantic partitioning (a round-robin only restriction?) as clustered 
indexes on range partitioned tables can execute in serial.  On the other hand, non-clustered indexes will only be 
created in parallel when there are multiple devices involved.  This immediately poses several dilemmas: 

• When using a fairly large number of partitions on smaller hosts, the number of worker 
processes necessary may exceed the cpu capacity.  For example, in our test scenario, we 
have 64 partitions and only 8 cores.  This creates an 8:1 worker process to engine ratio 
at the best - which is quite a bit higher than the preferred 4:1 or less. 

• The degree of parallelism for non-clustered indexes will depend on the number of 
devices and segment assignments for those devices.  This results in requirements for the 
indexing DDL to include partitioning assignments.  Additionally, it constrains the 
parallelism as the number of index devices available are likely only a few. 

• The degree of parallelism may be restricted by other maintenance tasks that are being 
performed concurrently.  For example, if running update statistics on other large tables 
during the re-building index phase, we may need to reserve some number of cpu’s, proc 
cache, etc. for the other tasks. 

Considering that in our test machine we have 8 cores available, we can alter the initial table partitioning to use 
segments so that the clustered index creation can be in parallel as well as altering the non-clustered index 
creation.  Since we need a minimum of 8 devices, this also suggests that we will also need a minimum of 8 
segments using sp_addsegment - each segment pointing to a unique device so that the commands can access the 
devices concurrently.  Assuming we use the select/into method, this changes the syntax for the table partitioning 
and index creation slightly to: 

select city, state, zip_code, county, latitude, longitude,  
          sample_date, air_temp, weather, co2_aqi, no2_aqi, o3_aqi,  
          so2_aqi, pm25_aqi, pm10_aqi, nh3_aqi, co_aqi, nox_aqi,  
          voc_aqi 
  into air_quality partition by range (sample_date) ( 
 Q1_1993 values <= ('Mar 31 1993 11:59:59.999pm') on data_07, 
 Q2_1993 values <= ('Jun 30 1993 11:59:59.999pm') on data_07, 
 Q3_1993 values <= ('Sep 30 1993 11:59:59.999pm') on data_07, 
 Q4_1993 values <= ('Dec 31 1993 11:59:59.999pm') on data_07, 
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 Q1_1994 values <= ('Mar 31 1994 11:59:59.999pm') on data_07, 
 … 
 Q1_2008 values <= ('Mar 31 2008 11:59:59.999pm') on data_14, 
 Q2_2008 values <= ('Jun 30 2008 11:59:59.999pm') on data_14, 
 Q3_2008 values <= ('Sep 30 2008 11:59:59.999pm') on data_14, 
 Q4_2008 values <= ('Dec 31 2008 11:59:59.999pm') on data_14 
 ) lock datarows  
 from aqi_data_orig  
go 
 
alter table air_quality 
 add constraint air_quality_PK 
  primary key (sample_date, city, state, zip_code) 
   with consumers=8 
go 
 
create index city_state_idx  
 on air_quality (city, state, zip_code)  
 with consumers=8 
 local index 
  Q1_1993_idx1 on data_07, 
  Q2_1993_idx1 on data_07, 
  Q3_1993_idx1 on data_07, 
  Q4_1993_idx1 on data_07, 
  Q1_1994_idx1 on data_07, 
  Q2_1994_idx1 on data_07, 
  Q3_1994_idx1 on data_07, 
  Q4_1994_idx1 on data_07, 
  … 
  Q1_2008_idx1 on data_14, 
  Q2_2008_idx1 on data_14, 
  Q3_2008_idx1 on data_14, 
  Q4_2008_idx1 on data_14 
go 
 
 
create index lat_long_idx  
 on air_quality (latitude, longitude)  
 with consumers=8 
 local index 
  Q1_1993_idx2 on data_07, 
  Q2_1993_idx2 on data_07, 
  Q3_1993_idx2 on data_07, 
  Q4_1993_idx2 on data_07, 
  … 
  Q1_2008_idx2 on data_14, 
  Q2_2008_idx2 on data_14, 
  Q3_2008_idx2 on data_14, 
  Q4_2008_idx2 on data_14 
go 
… 

There are a few interesting aspects to the above. 

• By aligning the table partitions and local index partitions on the same segments, a 
scheme of using slower devices for older data - preserving the faster devices for more 
recent data and the likely focus of queries. 

• Although the clustered index creation specifies 8 consumers, during the actual 
execution, at least 40 worker threads were used.  Note that this is in line with the 
documentation about the number of worker threads for clustered indexes.  The net 
effect is that without the ‘with consumers’ clause, it is serial - while when the ‘with 
consumers’ clause is specified, the number of consumers requested is largely ignored as 
the determination is based on number of partitions and resource constraints. 

• In order to get parallel sorts on the non-clustered indexes, the index creation had to 
reference at least 8 devices to use 8 consumers. 

• Note when building indexes with devices with different speeds the slowest device will 
determine the speed of the index build.  This is especially important if considering 
hierarchical storage systems in which older data is planned to be placed on cheaper 
(slower) devices. 

The results in our test case are a not as great as one would wish: 
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Index 
Serial 

(hh:mm) 
8-consumers 

(hh:mm) 

Table Partitioning (select/into)* 0:32* 0:48 

Primary Key Constraint 4:10 4:37 

city_state_idx 0:27 0:35 

lat_long_idx 0:31 0:20 

county_state_idx 0:32 0:28 

zip_code_idx 0:31 0:17 

total 6:43 7:05 
*Note: The select/into is already in parallel with 8 threads - this test shows the difference 

due to segment placing and possible extra PK sorting due to difference 
execution sequences of the parallel scan. 

The reason is that most of the actual time is spent in processing IO.  For example, during the above test, the actual 
cpu time (via set statistics time on) for the primary key constraint was 67 seconds while the other index creations 
incurred only 0.5 to 3 seconds of cpu time.  Since CPU time is consumed during sorting, nearly all the time spent 
during index creation is spent on IO.  This should be a consideration if planning on using slower devices for older 
data as they may dictate the overall speed of the system. 

Another factor in the above situation is that all 8 of the devices were actually split across only 2 separate RAID sets 
using tier 3 storage (SATA2).  While not optimal and ignoring the tier 3 aspects for a moment, this is similar to real 
life in which often a several physical devices in a SAN tray are striped into a single larger device and then that 
device divided into multiple device LUNs that are exposed to the OS as virtual devices.  As a result, the number of 
actual concurrent IO operations that can be handled may be limited by the device interface as Sybase is attempting 
multiple parallel writes to the same set of physical devices.  A rough estimate of the number of IOPS (IOs per 
second) a single device can handle can be calculated using the formula: 

-- note: formulas cited are widely available from multiple sources (Adaptec, IBM, etc.) 
IOPS = 1000/(seek time + rotational latency) - times in milliseconds 
rotational latency = ((1/(RPM/60))/2)*1000 -- answer in milliseconds 
 
-- or a different one using RPM vs. rotational latency (embedding the above) 
IOPS = 1/(((1/(RPM/60))/2) + (seek time/1000)) -- seek time in milliseconds 

There are other factors such as the type of controller, command queueing, IO transfer times (and IO transfer size) 
etc. - but the biggest factors for the maximum IOPS are the seek time (time to locate the correct track) and the 
rotational latency (effectively disk speed in milliseconds at that track).  The result is typically ~100 IOPS for tier 3 
storage device and ~200 IOPS for tier 1 storage device assuming random IOs and small block transfer sizes as 
would be normal for database operations.  Note that the controller may be rated for a higher volume of IOPS, but 
the device is simply unable to keep up - much like today’s desktop disk drives are incapable of delivering the 3Gb/s 
rating for the controller.  With 5 devices in a simple RAID 0 stripe, this increases tier 1 storage to sustaining ~1,000 
IOPS (ignoring RAID overhead).  While this sounds like a lot, the number of IO requests for creating indexes on 
large tables could easily result in millions of IO requests.  Our test scenario, for example, requires 13 million writes 
to create all 5 constraints and indexes and at least that many reads plus a number of table scans to read the index 
values - some of which are cached.  As with backup speeds, it is often the simple math of dividing the total number 
of IOs by the number of devices to derive time estimates for such activities - and for index creations - the number 
of write IOs will often depend on the width of the index row in bytes.  For example, with 13 million writes and 
assuming 1,000 IOPS - we get a time of 3h42m minimum just for the writing.  The only real way to do this is to 
spread the load across multiple SAN RAID LUNs. 

Obviously, the amount of write cache available in the SAN frame can help significantly in such cases - providing 
that the SAN write cache is also not being simultaneously used by other applications or SAN BC/DR activities.  
Consequently, you may need to plan with system administrators to plan around such periods or suspend the SAN 
BC/DR activities until after the partitioning is completed. 

Concurrent Index Creation 

If parallel index creation cannot reduce the time sufficiently due to hardware restrictions, the next technique often 
attempted by DBA’s is concurrent index creation.  However, when working with partitioned tables, this often fails 
for two reasons: 
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• Clustered index must be created first.  Because it is a placement index - even on DOL 
tables - the clustered index will use an exclusive table lock as it will be extensively 
relocating data.  Remember, that while a clustered index on a DOL table is not 
maintained, when it is first created, the table will be physically sorted - same as with an 
APL table. 

• Concurrent index creation & deadlocks. Because statistics are kept at a partition level - 
and the index creations are running on different partitions concurrently, there is a 
higher incidence of concurrent index creations resulting in deadlocks as well as other 
internal contention for resources. 

As an example of the latter point, for this test case, several concurrent index creations were attempted. 

• Scenario 1:  Completely concurrent with all four nonclustered index creations started 
simultaneously. 

• Scenario 2:  Staggered with each subsequent index creation starting 5 minutes after the 
previous (0 min, 5 min, 10 min, and 15 min intervals). 

• Scenario 3:  Staggered but with a longer offset as the first index would do more physical 
reads and thus its progress would be slower (0 min, 10 min, 15 min, and 20 min 
intervals). 

The results were less than spectacular.  Both scenario 1 & 3 incurred deadlocks on sysstatistics.  The contention 
was not due to the same index columns as in scenario 1, 3 of the create indexes experienced deadlocks - including 
the lat_long_idx - which does not share any indexed columns with the others.  In the second scenario, while it did 
run to completion, it took an hour longer than the serial index creation.  While it is possible that reducing this from 
4 concurrent index creations to 2 would have succeeded, there is no guarantee that it would - and an unexpected 
(or merely unwelcome) failure during the production implementation could be unsettling and take longer to 
recover from than simply running in serial. 

Tuning for Index Creation 

Besides parallel index creation as discussed above, of all the configurations that have the most potential for 
improving index creation times, the main ones are: 

• with sorted_data option for the primary key/clustered index 

• number of sort buffers 

Note that like the parallel index creation example, the effectiveness of any one of these is dependent upon the 
existing table structure, the server configuration and the hardware environment.  Consequently, some 
experimentation in your environments may be necessary. 

Using Sorted Data 

Obviously, if we can create the new table in pre-sorted fashion, then we can dramatically reduce the clustered 
index time by specifying the ‘with sorted_data’ option.  There are a few gotcha’s that pop up immediately: 

• The primary key constraint does not support using the ‘sorted_data’ option.  This results 
in a slight schema change in that the primary key will need to be replaced with a unique 
clustered index - and the associated foreign keys on related tables will need replaced 
with indexes as well. 

• Create unique clustered index…with sorted_data on DOL tables requires loading via bcp 
on a freshly created table.  The select/into approach will not work (throws error 1581: 
Create index was aborted because pages in the data only locked table are not linked).  If 
the table was pre-existing and simply truncated prior to bcp, the same error could 
occur.  The rationale is that for DOL tables, since the table cluster order is not 
guaranteed by the clustered index, any DML operation on the table after a bcp clears 
the bit that allows creating with sorted data option. 
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• DOL tables that are partition seem to prevent page linkages (error 1581) - preventing 
use of the sorted_data option.  This is based on experiences and does not appear to be 
documented. 

This second restriction is documented (and its relation to the last bullet) - in the ASE Reference Manual in the 
notes below the sorted_data description is a second paragraph: 

Using the sorted_data option on data-only-locked tables 

• You can use the sorted_data option to create index only immediately 
following a bulk copy operation into an empty table. Once data 
modifications to that table cause additional page allocations, you cannot 
use the sorted_data option. 

Ugh.  This leaves us with strictly the bcp option of reloading the table.  But - the bcp method is not without its own 
considerations in this area.  

• If using a parallel scan via select/into or as part of the bcp out, the order that rows are 
materialized will depend on the execution order of the worker threads - which means 
that the only way to guarantee the order of the data - even for the select as part of the 
bcp - is to use an order by clause. 

• If the source table is a DOL table, the clustering isn’t maintained - again, the only way to 
guarantee the order of the data is to use an order by clause. 

• Views do not support an order by clause 

Ouch.  If you remember from our strategy, we used views to restrict the bcp’s to each target partition’s dataset.  
Without the ability to specify an order by clause, the following further restrictions on our bcp are noted: 

• We need to do an index force as part of the query embedded in the view 

• We need to ensure that each individual bcp executes in serial by forcing (parallel 1) 

This will dramatically increase the time for the bcp from DOL tables while APL tables will not be as largely affected 
as the cluster index leaf pages are the datapages.  As noted earlier in the bcp results table, bcp’ing from DOL tables 
has an extremely large overhead - leaving bcp from APL as the main choice - and as the above shows, this option 
appears to only work if loading back into an APL table. 

With all these restrictions, why would we use it?  Well, if we want our result table to be APL, it can tremendously 
reduce the total time for the majority of the partitioning: 

Command partition 
(hh:mm) 

clustered 
index 
(hh:mm) 

Total 
(hh:mm) 

APL (bcp 16 streams) 1:15 0:45* 2:00 

DOL (select/into) 0:32 4:10 4:42 
* APL clustered index created using ‘with sorted_data’ option.  Both APL and DOL 

timings were based on ‘number of sort buffers’=10000 

That is a substantial reduction in time!  It shaves nearly 3 hours off the total process.  It is for this reason that we 
recommend that in situations in which the final table will be range-partitioned and allpages locked that customers 
use the bcp method.  To summarize when you can use this method: 

• The source and target tables must both use allpage locking 

• You must use range partitioning if using the bcp method. 

• Primary key constraint does not support ‘with sorted_data’ - you have to use unique 
clustered index for Pkey and dependent FKeys will need to be dropped and indexed as a 
normal index vs. a foreign key constraint. 

Number of Sort Buffers 

Many are aware that by increasing the server configuration ‘number of sort buffers’ can greatly increase the speed 
of sorting during index creation.  Those that have used this also note that this increases the amount of procedure 
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cache that index creation and statistics updates consume and often will adjust this number to a setting that favors 
concurrent index creations vs. maximizing the speed of a single index creation/statistics update. 

In the above scenarios, all the index creations were done with a configuration of 10,000 for ‘number of sort 
buffers’ - which is well above the default of 500.  To see the impact of this configuration, for the test scenario, we 
will run several iterations using 500 (default), 2500, 5000, 10000, and 20000 for ‘number of sort buffers’.  The 
results are tabulated in the following table: 

Sort Buffers 
PKey 

(HMS)* 
NC Index 

(HMS) 
Total 

(HMS) 
CPU (ms) Proc Cache 

(MB) 
Writes 

500 (default) 2:31:39 1:48:59 4:20:38 3,240,300 4 12,340,071 

2500 2:12:16 2:06:50 4:19:06 4,116,900 15 13,150,218 

5000 1:56:26 2:02:31 3:58:57 4,621,500 28 13,259,641 

10000 1:47:48 2:01:34 3:49:22 4,403,600 54 13,297,813 

20000 1:41:00 2:06:18 3:47:18 5,350,500 107 13,634,441 
* Note that the index creations were based on a pre-populated table that had already been indexed 

- the indexes were simply dropped and recreated for each run.  This accounts for the 
overall reduction in the pkey constraint creation time as much of the sorting into 
clustered order was already accomplished. 

If we look at the drop in time, we can see that the trend can be depicted as: 

 

Impact of ‘number of sort buffers’ configuration parameter on index creation time 

The most interesting aspect is that the ‘number of sort buffers’ seemed to have the most impact on the clustered 
index with little or no impact on the non-clustered indexes other than an apparent negative impact initially.  
Another interesting aspect is that there is a slight concave curve to the drop in primary key creation time - which 
suggests that there will be a point at which no further gains are realized.  This is also evident if you realize that with 
each doubling of the sort buffers starting at 2500, the drop in creation time is decreasing: 

Sort Buffers PKey (HMS) Gain (min) 
Proc Cache 

(MB) 

500 (default) 2:31:39 0 4 

2500 2:12:16 19 15 

5000 1:56:26 16 28 

10000 1:47:48 9 54 

20000 1:41:00 8 107 
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As a result we could like predict that another doubling of sort buffers would only gain us 7 minutes - but would use 
another 100MB of procedure cache for a total of 200MB.  It is also interesting to note that although the first jump 
in number of sort buffers was a 5x increase (500  2500), the relative gain was fairly close to the doubling from 
2500  5000.  This is in agreement with the documentation’s comment that substantial increases in number of 
sort buffers is necessary before any visible benefit - i.e. changing from the default of 500 to 600 has negligible 
benefit.  As evident above, a 10x increase from 500 to 5000 is likely a good starting point for clustered index 
creations. 

While the procedure cache utilization was expected to increase, it is interesting to note the increase in cpu time as 
well as an increase in the total writes - both on a gradual increase.  

 

Impact of ‘number of sort buffers’ configuration parameter on proc cache and IO 

Although the proc cache appears almost logarithmic in the above chart, it actually is predictable in that with each 
doubling of the number of sort buffers, the proc cache also increases.  One way then to estimate the proc cache 
needed at higher number of sort buffers is to determine the amount used at the current setting and extrapolate.  
Finding the amount of proc cache used is much easier in 15.0.2+ as there are MDA tables that track procedure 
cache allocations.  However, the easiest way is likely to use the ‘set resource on’ command as illustrated below: 

1>  
2>  
3> set statistics time, io, resource on 
Total actual I/O cost for this command: 0. 
Total writes for this command: 0 
  
Execution Time 0. 
Adaptive Server cpu time: 0 ms.  Adaptive Server elapsed time: 0 ms. 
1>  
2> alter table air_quality 
3>  add constraint air_quality_PK 
4>   primary key (sample_date, city, state, zip_code) 
Parse and Compile Time 0. 
Adaptive Server cpu time: 0 ms. 
Total actual I/O cost for this command: 0. 
Total writes for this command: 9955157 
Statement: 1 Compile time resource usage: (est worker processes=0 proccache=0), Execution time 
resource usage: (worker processes=0 auxsdesc=0 plansize=4 proccache=238 proccache hwm=27439) 
  
Execution Time 6808. 
Adaptive Server cpu time: 680800 ms.  Adaptive Server elapsed time: 6468330 ms. 

Note that the ‘proccache hwm’ is reported in 2K pages - so this example shows ~54MB of proc cache used (this 
was from a snapshot using 10000 sort buffers). 
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The important aspect of this is that each index creation requires that amount of procedure cache.  As a result, if 
planning on concurrent index creations, you will need at least concurrency * proc cache plus any active stored 
procedures and statistics space.  For example, if planning on creating all 4 nonclustered indexes in our test 
scenario concurrently, at the peak of 20000 sort buffers, we would need a minimum of 430MB for the index 
creations plus additional for the rest of the proc cache requirements - likely an absolute minimum of 500MB and 
more likely 600MB.  By dropping the number of sort buffers to 10000, we would halve that requirement to 300MB.  
However, a sneaky aspect is that realizing that nonclustered indexes are less impacted by the number of sort 
buffers, we could reconfigure after the clustered index is created back to the default value and gain substantial 
reduction in proc cache requirements. 

Post-Creation Index Statistics 

A issue unique to ASE 15 after performing the partitioning is that immediately after creating any index, you need to 
run update index statistics if the index has multiple index keys.  The rationale for this is based on the fact that ASE 
15 is much more sensitive to the presence of histogram cells on 2nd and subsequent index columns for cost 
estimations.  While this has been covered in multiple forums such as the ASE 15 migration guide, webcasts, etc., it 
seems a bit perplexing to run update index statistics immediately after creating the index.  However, remember 
that when an index is created, only the leading column will have histogram cells created. 

This fact can be exploited to determine which indexes really need to have their statistics updated.  Consider the 
following table that maps the indexes in our test scenario to the index key columns 
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air_quality_PK 1 2 3 4    

city_state_idx  1 2 3    

lat_long_idx      1 2 

county_state_idx   2  1   

zip_code_idx    1    

We can reduce the amount of time necessary by eliminating the overlapping indexes. 

• Noticing that air_quality_PK, city_state_idx and zip_code_idx all have completely 
overlapping columns, we could reduce the workload simply by doing an update index 
statistics on city_state_idx.  We pick city_state_idx over air_quality_PK as air_quality_PK 
already has leading column statistics on sample_date and only needs the same set of 
{city, state, zip_code} as city_state_idx. 

• Note that county_state_idx has county as its leading column - and state is second.  Since 
the above populates the state histogram and the index creation creates the leading 
column statistics on county - we have nothing to do. 

• We will need to do column statistics for longitude. 

This reduces our effort to: 

update index statistics air_quality city_state_idx 
go 
update statistics air_quality (longitude) 
go 

Interestingly, as will be discussed later, we can run the update statistics on individual partitions.  With this in mind, 
if we are close to the edge of the maintenance window at this point, we could run the index statistics in reverse 
chronological order by the partitions - ensuring that the more recent data has up to date statistics.  We then could 
allow user access while statistics are populated for the older partitions. 
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Influencing Factors 
Besides tuning considerations, there are a number of other factors than can contribute to the time required for the 
initial partitioning effort. 

• How balanced the partitions are 

• The disk RAID configuration 

• The data cache bindings 

• Segment and device mappings 

Some of these have been already touched on - however, it is worth while reviewing these in the fuller context. 

Unbalanced Partitioning 

Some partition types will result in unbalanced partitions just due to the type of partitioning - such as hash or 
round-robin.  Another common scenario is deciding to use a deliberately unbalanced partition scheme - for 
example, yearly partitions for data greater than 2 years old and quarterly for data 2 years or newer.  The premise is 
simple - it supports yearly range queries on older data while balancing with maintenance requirements on newer 
more volatile data rows.  Even with range partitioning, if specifying equal date ranges, the partitions may be 
unbalanced simply due to business growth.  For example, if a business has been growing at 10% per year, if starting 
at 100 million transactions per year - 5 years later the total is closer to 160 million.  If partitioning on a quarterly 
basis, each partition for the latter years would 40 million rows vs. 25 million rows - or a 60% increase.  As a result, 
during the initial partitioning, this partition unbalancing may cause extra time for a partition vs. another - 
especially if using the parallel bcp out/in approach.  This effectively means that the largest partition size will often 
drive the time it takes to rebuild indexes, etc. - especially if using parallel index creation. 

Keep in mind that because of the partition elimination in the ASE 15 query optimizer - with the exception of round-
robin - partition skew is not the problem it was with partitioning in ASE 11.x through 12.5.  The reason partition 
skew was an issue with round robin partitioning was that after the skew got to certain threshold, parallel queries 
would no longer be used.  For semantic partitioning, parallel query determination can ignores skew as partition 
elimination is a more accurate determination.  As a result, other than the time impact during creation and 
maintenance, having skewed partitions in ASE 15.0 is only an issue for round-robin partitions as parallel query 
determination is still based on the “evenness” of the distribution of data. 

RAID Configuration 

Due to tremendous budgetary constraints, many data centers are making huge errors in device storage 
implementations.  In previous years, the established standard for OLTP systems was to use RAID 1+0 (aka RAID 10) 
- which meant that each device was mirrored and striped.  While this provides the optimal performance - due to 
the doubling of storage cost and associated power and cooling increase, many data centers are trying to 
standardize on RAID 5 or RAID 6 (double parity) for OLTP.  Unfortunately, RAID 5 and RAID 6 are problems. 

The reason this is a problem for OLTP systems is that each read operation essentially becomes more than one.  For 
RAID 5, a single read would need to read the disk block(s), read the parity block(s), calculate the parity for the 
original disk blocks and compare the parity with the stored parity.   For RAID 6, this is made worse by adding an 
additional parity read and comparison - essentially transforming a single disk read into three.  On the other hand 
with RAID 1+0, many controllers will service one read operation from one side of the mirror and another from the 
other side - giving RAID 1+0 a 4:1 advantage over RAID 5 (2 IOs required - RAID 10 could do 4 - 2 from each side of 
mirrors) and a 6:1 over RAID 6 (3 IOs required - RAID 10 could handle 6 - 3 from each side).  Most RAID vendors 
have spent a lot of effort speeding up the write impact of the parity calculations by using modern CPU’s in the SAN 
frame to perform the calculations at high speed - so the writes are not penalized as much as the overhead within 
the RAID implementation is masked by the caching.   

While the above is somewhat theoretical, the question is what is the real world impact.  Real world experience for 
RAID 6 has demonstrated average IO service times of ~20ms/IO for reads while normal RAID 10 are typically in the 
2-6ms/IO range on large enterprise SANs from tier 1 vendors.  This could have considerable impact on partitioning 
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as the base table will obviously need to be full scanned to partition it - and then the new partitioned table will have 
to be read multiple times during the various index creations - hopefully it is cached the first time and subsequent 
physical reads are not necessary although an MRU strategy could defeat this.  Unfortunately, many times the 
storage layouts are defined by the system administrators or storage team long before the DBA gains access - 
resulting in the DBA often having to live with a sub-optimal configuration.  Prior to the actual production 
partitioning date - the DBA should try to perform the same operations on a system with similar storage layouts to 
get an idea of the impact. 

Cache Bindings & Sizes 

Another overlooked consideration is the cache bindings, sizes and buffer pool allocations.  In some situations, the 
largest “transaction history” tables were bound deliberately to a small named cache to prevent a table scan or a 
large query from flushing the default data cache or a particular named cache that the table shared with others.   

One consideration is to drop all the non-tempdb data caches leaving only the default data cache as well as the 
tempdb cache (if they exist) and perform the partitioning.  After the partitioning is complete, the individual data 
caches and buffer pool allocations can be restored.  However, this assumes that you will have time to “bounce” the 
server to restore the caches - or minimally you may need to add you normal server “bounce” time to the equation.  
While this can be very fast for some systems, many of today’s servers with large memory and large tempdb’s (that 
need clearing on a restart) can easily take 15 minutes or longer to restart. 

Segments & Data Positioning 

Earlier we detailed the segment requirements in order to use parallel index creation.  In addition to that 
consideration, many customers are looking at tier 2 and tier 3 storage for their older data.  In order to ensure that 
the old data is partitioned onto the lower cost storage, the DBA will need to create segments that point to those 
devices.   

Segments can also be used to control object placement to avoid the natural fragmentation that would occur 
otherwise.  For example, consider our scenario table with its 5 indexes.  If segments aren’t used, the space 
allocations would likely occur at roughly the same intervals - two extents for the data plus two for each index.  As 
the rows are populated, more data extents and index extents are allocated.  However, without segments, these 
allocations are likely contiguous meaning that periodically the data allocations are broken up by index allocations - 
thus reducing the speed advantages of tight data clustering on disk.  As a result, it does make sense to use 
separate segments for index and data - although too many segments can lead to space utilization issues as one 
segment/set of devices may fill much more rapidly than the others.  Additionally, for small point queries only 
reading a few rows, the difference may be negligible.  For any query that uses an index, the index tree is traversed 
one level at a time until the desired page is reached - consequently there are no real concurrent IO operations 
from the perspective of that one query.  The use of segments may help though in cases of high user concurrency as 
the IO load can be assured of being distributed across multiple devices whereas without segments it is possible 
that it may not be. 

This is all basic storage performance tuning.  The difference with partitions is that it may be tempting to think that 
each partition needs to be on separate segments.  For range partitioning, this would only make sense if expecting 
that each range would have the same volume of read/write activity - a highly unlikely scenario.  As a result, only a 
reasonable number of segments are necessary - likely dictated by parallel index creation rules.  Using more than 10 
segments for a single table is likely not beneficial and will likely lead to storage administration issues due to the 
complexity of managing the space.  While it can be done, the probability of issues increases dramatically the more 
segments are used.  An optimal starting point may be to use ~6-8 segments for the table and the same number for 
the collection of indexes for a total of 12-16 segments.   Note that a segment is a pointer to a collection of Sybase 
ASE virtual devices and not a space allocation in itself.  Consequently if two or more Sybase devices are stripes on 
the same RAID set/LUN, it may make sense to have a single segment that spans both devices vs. creating two 
separate segments - especially if the number of segments are approaching the administrative nightmare range. 

However, using segments does mean that the DBA may have to monitor space usage more carefully on a per 
segment vs. per device aspect - so keeping the number of segments sane is doubly important. 
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Updating Index Statistics 

Perhaps the single most common recurring table maintenance activity is updating index statistics.  With the new 
optimizer in ASE 15.0, having up to date and more complete statistics is more important than ever.  In the past, 
DBA’s have tried to reduce the time for this activity by using different techniques such as: 

• Increasing number of sort buffers 

• Using statistics sampling during shorter maintenance windows.  Typically this is done for 
several windows in a row and then a full update statistics (i.e. 3 with sampling, then 1 
without). 

• Using the ‘with consumers’ clause with update statistics - especially when using multiple 
devices with segment based placing to distribute different indexes on different devices 
for the same table. 

• Using the technique above to reduce the index statistics updates to the minimal set of 
indexes and columns necessary 

• Spreading the workload across multiple maintenance windows - updating different 
index statistics during different windows. 

• Updating only the “required” columns. 

While all of these are still viable, partitioning a table is perhaps the single fastest way to reduce the maintenance 
time for large tables.  In ASE 15.0, the update index statistics command can be run on individual partitions - thus 
avoiding the overhead of repeatedly updating the index statistics on the static data rows.  Additionally, ASE 15.0 
includes new functionality to help detect when updating statistics is even necessary to begin with. 

Partition-Aware Update Index Statistics 
With ASE 15.0, the syntax for updating index statistics was altered to support individual partitions or index 
partitions.  For example, consider the syntax: 

-- update a single partition’s statistics 
update index statistics air_quality partition Q4_2008 
go 
 
-- update a single partition in a single local index 
update index statistics air_quality city_state_idx partition Q4_2008_idx1 
go 
 
-- update just the histogram for a single column in one partition 
update statistics air_quality partition Q4_2008 (county) 
go 

Note that the first example would update the index statistics for all of the indexes - but only for data contained 
within the specified partition.  Since we are using 64 partitions, we would expect that this would easily take an 
order of magnitude less than the entire table unpartitioned - as we would only be affecting 4 million rows vs. 245 
million.  Consider the actual results from our test scenario on an unpartitioned table and our partitioning scheme 
discussed earlier for index statistics updates on an unpartitioned table (all indexes), a single global index and a 
single partition (all indexes): 
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Difference in updating index statistics on unpartitioned vs. partitioned table 

The interesting aspect to this is that the partitioned table has 64 partitions.  One would logically expect that the 
time it takes to update all the statistics for a single partition would be 1/64th of the total time of an unpartitioned 
table.  However, the actual difference is that the partition statistics update is 415 times faster - or 6.5 times faster 
than expected.  This illustrates the fact that normal maintenance commands degrade in performance as the table 
gets larger.   

Sort Buffers 
Unpartitioned 
Table (hms) 

Global 
Index 

Single 
Partition 

Improvement 
Factor* 

500 (default) 8:29:52 0:50:46 0:01:13 415x 

2500 8:03:01 0:33:50 0:01:09 420x 

5000 8:05:26 0:35:44 0:00:36 795x 

10000 8:07:11 0:35:58 0:00:41 705x 
* The relative reduction between a single partition and an unpartitioned table.  Since the 

partitioned table contained 64 partitions, an improvement of 64x is expected. 

One of the reasons for this may be that most of the time is spent on waiting for IO and as the number of IOs 
required increases, the proportional amount of time between sorting and reading gets skewed towards reading to 
the point that most of the time is simply spent reading.  Consider the following MDA Wait Events taken 
approximately 7 hours into the 8 hour update index statistics on the unpartitioned table. 

Wait 
EventID 

Waits WaitTime 
(ms) 

Description 

124 4,923,346 23,249,200 wait for mass read to finish when getting page 

29 4,437,653 1,048,800 waiting for regular buffer read to complete 

36 3,514 2,500 waiting for MASS to finish writing before changing 

214 292 1,800 waiting on run queue after yield 

55 11 0 wait for i/o to finish after writing last log page 

250 6 0 waiting for incoming network data 

31 1 0 waiting for buf write to complete before writing 

Since a table scan is likely used to quickly retrieve the values for all the indexed columns in a single pass through 
the table, the process would use a large number of APF reads as is evident from the value for WaitEventID=124.  
However, regular single page physical reads would also occur in places where portions of an extent were already in 
memory as also illustrated by the WaitEventID=29.   

The writing (WaitEventID’s 36 & 55) would be the writes in tempdb for the sort operations - with the log records 
being the allocation records for the worktable used for sorting (which for a table of this size, a number of 
allocation records would be needed - each of the WaitEventID’s above would the ULC flushes of the session 
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tempdb ULC size).  Overall, consider the read and write activity at 3 sample points near the end of the update 
statistics from the MDA monProcessActivity statistics: 

Statistic ~6 hours ~7 hours ~8 hours 

CPUTime (ms) 240,000 934,800 1,647,000 

WaitTime (ms) 20,191,400 24,320,700 27,235,300 

PhysicalReads 7,556,165 9,784,230 10,540,473 

LogicalReads 7,575,639 258,575,281 511,187,506 

PagesRead 7,556,165 9,997,765 13,087,066 

PhysicalWrites 2 15,260 120,618 

PagesWritten 3 15,276 120,635 

As you can see, most of the first 7 hours is spent simply scanning the table to read in the index values.  In fact we 
could extrapolate and derive that the sorting phase really didn’t begin until nearly 7 hours into it based on the 
writes to the worktables for sorting and the jump in LogicalReads vs. PhysicalReads as well as the jump in 
CPUTime.  Since the number of sort buffers only reduces the number of merge runs during the sort, any reduction 
will only occur near the end of the process when the index keys are sorted for the histograms.  As a result, we can 
conclude that having really large numbers of sort buffers will not have an impact on extremely large tables that are 
candidates for partitioning.  However, after partitioning, the partition data may completely fit in cache, 
consequently at larger sort buffers, we would not need to do any writing - hence the drop from 1:09 to 36 seconds 
for the partitioned update index statistics. 

Some other resource statistics from the updating of index statistics above that may be interesting include the 
difference in writes: 

Sort Buffers 
Unpartitioned 
Table (hms) 

Global 
Index 

Single 
Partition 

Improvement 
Factor 

500 (default) 289,642 642,272 13,736 21x 

2500 642,272 724,528 7,353 45x 

5000 324,106 664,625 30,365 10x 

10000 120,624 556,484 2,393 50x 

As mentioned earlier, the drop in writes is during the sort phase near the end of the process.   

 

Effect of Sort Buffers on Merge Run Writes as Buffers Increased 

The difference in cpu time (in milliseconds): 
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Sort Buffers 
Unpartitioned 
Table (ms) 

Global 
Index 

Single 
Partition 

Improvement 
Factor 

500 (default) 1,896,500 687,100 59,600 32x 

2500 1,723,100 613,600 54,100 32x 

5000 1,649,300 627,300 22,800 72x 

10000 1,724,600 536,800 23,700 73x 

However, proc cache was identical between the index statistics updates due to the number of sort buffers - but 
consider the difference between procedure cache used to update statistics vs. creating the index initially: 

Sort Buffers 
Unpartitioned 
Table (MB) 

Global 
Index 

Single 
Partition 

Index 
Creation 

500 (default) 13 13 16 4 

2500 64 64 67 15 

5000 128 128 131 28 

10000 255 255 258 54 

In other words, updating index statistics uses about 4x the proc cache for sort buffers as does creating the index.  
Also not that the consumption is fairly linear with the increase in the number of sort buffers - once again 
suggesting that by determining the consumption at the current level, you could project the impact of changing the 
configuration setting for number of sort buffers. 

Overall, for an unpartitioned large table, 2,500 sort buffers seems to be the best choice for update statistics - while 
for a partitioned table, 5,000 sort buffers seems to offer the best overall return - ignoring the inexplicable jump in 
writes.  The question is whether it is worth doubling proc cache usage to shave 30 seconds off a 1 minute 
procedure when the unpartitioned version takes 8 hours.  Likely not.  As a result we can conclude that during the 
partition creation, it makes sense to only increase the number of sort buffers for the clustered index creation and 
then drop it back to ~2,500 for normal update statistics operations.  As always - your mileage may vary. 

When performing partitioned index statistics updates, there are two extremely important considerations to 
remember: 

• Updating a single partition’s index statistics only updates a global index’s distribution 
statistics.  It does not modify the column’s histograms.  As a result, if you have a unique 
index using a global index, you may have to perform full table index statistics for that 
one index to maintain the histograms correctly. 

• The number of steps specified during the operation apply to the operation.  
Consequently, if 20 steps are used by default for each partition in our test scenario - the 
entire table would have over 1,800 histogram steps.  This could cause procedure cache 
management issues as well as increased optimization times for queries that span 
multiple partitions. 

Updating Global Index Statistics 

Let’s take the first of these points.  Remember our earlier example of: 

1>  
2> if exists (select 1 from sysobjects where name='trade_hist' and type='U' and uid=user_id()) 
3>  drop table trade_hist 
1>  
2> create table trade_hist ( 
3>  trade_id  bigint  not null, 
4>  customer_id bigint  not null, 
5>  trade_date datetime  not null, 
6>  symbol  char(6)  not null, 
7>  num_shares int   not null, 
8>  share_price money  not null, 
9>  trade_value as num_shares*share_price materialized not null, 
10>   constraint trade_hist_PK primary key nonclustered (trade_id) 
11> ) lock datarows 
12> partition by range (trade_date) ( 
13>  p2005 values <= ('Dec 31 2005 23:59:59'), 
14>  p2006 values <= ('Dec 31 2006 23:59:59'), 
15>  p2007 values <= ('Dec 31 2007 23:59:59'), 
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16>  p2008 values <= ('Dec 31 2008 23:59:59'), 
17>  p2009 values <= ('Dec 31 2009 23:59:59'), 
18>  p2010 values <= ('Dec 31 2010 23:59:59') 
19> ) 

In this example, the primary key will cause a global index to be created.  If we only run update index statistics on 
the currently in use partition, the primary key index uniqueness may be recalculated - but the histogram cells will 
not be.  As a result, any query based on the primary key that affects recent data will experience the ‘out of range’ 
histogram problem in which the desired key value is higher than that last index histogram step - making cost 
estimation problematic as ASE would estimate 0 rows for the value that was out of range.  On a side note, the out-
of-range histogram problem has existed in ASE since the beginning - however, with only a single optimization 
technique up through ASE 12.5, it did not present much of a problem.  With multiple different optimization 
techniques in 15.0, this could cause problems so an algorithm for estimating out-of-range histogram costing was 
added in 15.0.2 ESD #4 - however, it requires deleting and then recreating any existing histograms to pick up the 
technique.  This is one of several reasons why it is recommended to delete and then update index statistics when 
upgrading from 12.5 to 15.0. 

Fortunately, in our case, this is a unique index on a single column so the histogram weights are not likely as much a 
factor.  It would be a bigger issue if the global index was on multiple columns - and especially if a global non-
unique index.  Even still, assuming we had the following indexes on the above table: 

create index cust_trade_idx on trade_hist (customer_id, trade_date, symbol) local index 
go 
create index trade_date_idx on trade_hist (symbol, trade_date) local index 
go 

Our index statistics maintenance might look like: 

update index statistics trade_hist partition p2009 
go 
update statistics trade_hist trade_hist_PK 
go 
 

The first one might execute quite quickly.  The second one - may be faster than we expect - but still not optimal.  
Remember, since we are updating a single index statistics, ASE can simply scan the index leaf pages - and a single 
column numeric id would likely create a fairly compact index with 100’s of rows per page. 

Histogram Steps 

When running update statistics on individual partitions or on the entire table, you need to be careful of the 
number of steps requested.  Consider the commands: 

update index statistics air_quality 
go 
update index statistics air_quality partition Q4_2008 using 40 values 
go 

After running these two commands, if we look at optdiag output we see something that makes sense but we may 
not have thought about it when deciding on the step count. 

… 
Column in partition:                    "Q2_2008" 
Last update of column statistics:       Mar 31 2009  1:49:58:460AM 
 
… 
 
Histogram for column:                   "city" 
Column datatype:                        varchar(50) 
Requested step count:                   20 
Actual step count:                      54 
Sampling Percent:                       0  
 
Column in partition:                    "Q3_2008" 
Last update of column statistics:       Mar 31 2009  1:50:21:576AM 
 
… 
 
Histogram for column:                   "city" 
Column datatype:                        varchar(50) 
Requested step count:                   20 
Actual step count:                      54 
Sampling Percent:                       0 
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Column in partition:                    "Q4_2008" 
Last update of column statistics:       Apr  1 2009  4:25:39:366PM 
 
 
Histogram for column:                   "city" 
Column datatype:                        varchar(50) 
Requested step count:                   40 
Actual step count:                      76 
Sampling Percent:                       0 

Whether a step count is specified or not, the step count is applied individually to each partition for each distinct 
column with histograms.  As a result, for our air_quality scenario, with 64 partitions, the default histogram steps 
would generate a total of 1,280 steps.  In addition, the histogram tuning factor can add to this number. 

Although it is beyond the scope of this paper, starting in ASE 12.5, Sybase introduced the server configuration 
parameter ‘histogram tuning factor’.  In addition to the typical histogram range cells, this allowed ASE to create 
histogram frequency cells to hold highly repetitive data values that would otherwise skew statistics weights.  As a 
result, the default step count of 20 for the each partition - but the server may use any number of steps up to 400 
(histogram tuning factor * steps).  For example, above, each of the “city” columns at the default of 20 steps 
actually created 54 steps - for a total of 3,456 histogram values.  With 7 distinct columns, if each column was 
similar, we would have over 24,000 histograms - definitely and impact on procedure cache as well as query 
optimization time.  Queries that span the entire table or multiple partitions could run into procedure cache issues 
or lengthy optimization times if not careful.  One consideration is that when partitioning large tables, you may 
need to increase the amount of proc cache over unpartitioned tables - and you may need to adjust the 
optimization timeout limits - or ensure that the statistics system tables are bound to a small named cache (in 
addition to the internal ASE metadata cache). 

One reason this is mentioned is that prior to ASE 15.0.2, the recommendation was to create 1 step for every 
10,000 pages - which for large tables often resulted in commands similar to: 

update index statistics <big table name> using 1000 values 

The result of running this on a partitioned table would likely be disastrous from a procedure cache and query 
optimization viewpoint. 

The second part of this problem is that most queries are likely hitting the last partition.  Consequently, it is 
conceivable that DBA’s would do similar to our earlier example in which the statistics on the last partition are 
updated with a higher step count.  The problem is that before too long, this partition is an “older” partition - and 
several subsequent “newer” partitions now exist - all with the same higher requested step count.  Re-running 
update index statistics on the older partition doesn’t help as it simply inherits the previously requested step count.  
As a result, you may need to first delete the statistics on older partitions and recreate them using a smaller step 
count as well as possibly a smaller histogram tuning factor. 

delete statistics air_quality partition Q4_1993 
go 
exec sp_configure ‘histogram tuning factor’, 3 
go 
update index statistics air_quality partition Q4_1993 using 20 steps 
go 
exec sp_configure ‘histogram tuning factor’, -1, ‘default’ 
go 

The effect of the above sequence would be to remove the statistics relating to the old partition and recreate them 
with fewer steps.  To find out how many steps actually exist, you can use the optdiag utility. 

When to actually “prune” the statistics depends on the queries.  If the majority of queries are over the past year, 
then each year, you “prune” the previous year’s statistics. 

Detecting When Needed 
One of the other problems with database maintenance in ASE 12.5 and previous releases was that there really was 
no way to determine if or when updating index statistics was needed - and on which indexes it truly was needed.  
As a result, DBA’s often blindly scheduled maintenance on predetermined and regular intervals.  As the data 
volumes grew - so did the maintenance window requirements. 

ASE 15.0 includes a new system function datachange() with the syntax: 
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select @change_percent=datachange(<table>,<partition>,<column>) 

While this is useful for range partitions, it is especially useful for hash partitions as it can eliminate partitions that 
were not modified extensively.  Note that it reports a percentage change vs. a number of rows.  Also there are a 
few gotcha’s when using this function for the first time that can cause surprising results: 

• An update counts as both a delete and an insert - but does not infer a deferred update.  
Consequently an update to every row in the table could be reported as 200%. 

• The percentage is calculated on the changes to the indexed columns.  In our test 
scenario, we have 7 distinct indexed columns - therefore we could see a value of 700% - 
which simply could mean that every one of the indexed columns changed for every row 
(i.e. an insert would do this). 

• The final percentage is based on the number of rows in the table at the end of the 
operation.  So a delete of 50 rows from a 100 row table would report 100% change. 

Based on this, DBA’s could change their maintenance scripts to logic similar to: 

select @datachange = datachange(‘air_quality’, Q4_2008, null) 
if @datachange > 70 
begin 
 update index statistics air_quality partition Q4_2008 
end 

Using 70% might appear a bit high, but considering that the assumption is that the table is heavy insert driven and 
with 7 indexed columns, a value of 70% could indicate that the table grew by 10% of its size.  A more accurate 
method would be codify rules based on certain columns.  For example: 

• use datachange(<...>,<partition>, <column>) on specific distinctive columns that are 
rarely (if ever) updated to detect large inserts or deletes.  Note that these do not need 
to be unique columns - just ones that are likely not updated.  For example, it our 
scenario, the zip_code column is likely not a column that is modified. 

• use datachange(<...>,<partition>, <column>) on highly volatile columns that are indexed 
and can change.  For example, if the table has a status and status date column - it is 
possible that both are indexed - likely in different indexes.  Either one could be used to 
determine the number of updates that have occurred. 

Another problem is how to determine which partitions we should look at.  Partition Id’s are like Object Id’s in ASE - 
while they are assigned in order (and could be sequential), there is rollover and gaps may get filled in - so you can’t 
depend that they are sequentially assigned.  The only way to truly determine the partition order is to look at the 
entries in syscomments - considering the following: 

• Each partitioning (table and local index) will have a partition condition object id - and 
this is the object id in syscomments.id 

• The naming scheme for partition condition is based on concatenating ‘ptncond_’ + 
object_id(<tablename>)+’_<indid>’.  For example: ptncond_123456789_0 for the base 
table and ptncond_123456789_2 for a nonclustered index with indid=2. 

• The partition sequence then is number - so the first one is 1, second 2, etc.  While this 
works, it only works if you know you can always skip a block - otherwise you have to 
parse the date out of the partition condition text in syscomments.text 

Using this, a more elaborate scheme could be implemented similar to: 

create procedure sp_dba_upd_partn_stats  
  @partn_table varchar(255),  
  @num_months int, 
  @chg_threshold int 
as begin 
 declare @ptncond  varchar(255),  
  @ptncondid int, 
  @table_id int, 
  @partitionid int, 
  @partition_name varchar(255), 
  @datachange int 
 
 set flushmessage on 
 set nocount on 
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 -- first lets determine the partition condition object's name and object id 
 select @table_id=object_id(@partn_table) 
 select @ptncond="ptncond_"+convert(varchar(10),@table_id)+"_0" 
 select @ptncondid=object_id(@ptncond) 
 
 -- now we know that the partition condition text is stored 'VALUES <=(....)' 
 -- with embedded quotations if necessary - we want to get a list of  
 -- partitions from the past X months.... 
 
 declare partn_cursor cursor for 
  select p.partitionid, p.name 
    from syscomments c, syspartitions p 
    where c.id=@ptncondid 
      and datediff(mm,convert(datetime, 
    substring(c.text,13,char_length(c.text)-14)),getdate()) 
   <=@num_months 
      and p.id=@table_id 
      and p.partitionid=c.partitionid 
  for read only 
 
 open partn_cursor 
 if @@error>0 
 begin 
  print "Error opening cursor to loop through partitions on table '%1!'",@partn_table 
  return 999 
 end 
 
 print " " 
 print "Starting to update partitions statistics for local indexes on '%1!'", @partn_table 
 fetch partn_cursor into @partitionid, @partition_name 
 while @@sqlstatus=0 
 begin 
  select @datachange=datachange(@partn_table,@partition_name,null) 
  print "...table '%1!' partition '%2!' had a datachange percentage of %3!%4!",  
   @partn_table, @partition_name, @datachange,'%' 
  if @datachange >=@chg_threshold 
  begin 
   print "...update index statistics %1! partition %2!",  
    @partn_table, @partition_name 
 
   -- can’t call this directly with @vars, so use execute() 
   execute("update index statistics " +@partn_table 
     +" partition "+@partition_name) 
  end 
  else 
  begin 
   -- optionally add logic to check on volatile columns 
   print "...skipping..." 
  end 
 
  -- to be really fancy, we could log this in a dba table, including 
  -- the table name, partition name, date checked, datachange%, 
  -- and if update stats was run or not (bit) and how long it took 
  -- either in minutes, or start/end times…and why stop there - add 
  -- data cluster ratios, forwarded rows, empty pages, etc - all 
  -- from system functions or systabstats/systatistics 
 
  fetch partn_cursor into @partitionid, @partition_name 
 end 
 
 print "...finished updating partitions statistics for local indexes on '%1!'",  
  @partn_table 
 print "  " 
 return 0 
 
 close partn_cursor 
 deallocate cursor partn_cursor 
end 
go 
 

As a result, the normal maintenance window could be reduced until the threshold is crossed just due to daily 
accumulated volume or if a batch process inserts or deletes a large number of rows. 
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Table Reorgs & DBCCs 

The second maintenance torment for DBA’s is table reorgs.  Note that until 15.0, a reorg command only could be 
run on DOL locked tables.  Reorgs were therefore simulated by dropping and recreating the clustered index on APL 
tables - an implementation that dates back for decades.  Still today, most of the table reorgs apply to DOL tables - 
such as reorg compact, reorg forwarded_rows and reorg reclaim_space.  This leaves reorg rebuild as the only 
command that applies to APL tables as well as DOL tables. 

As with updating index statistics, ASE 15.0 provides partition aware reorg commands.  However, two aspects that 
deserve consideration: 

• First, proper server configuration/table attributes could eliminate most of the need to 
run the reorgs in the first place.   

• Secondly, by partitioning the table using a range partition scheme, the reorgs might be 
avoided altogether.   

We will discuss these two aspects before getting into the partition aware reorg commands. 

Avoiding Common Reorg Causes 
Often times, the first objection raised by database administrators when it is recommended that they need to 
convert a high contention table to datarows locking is that the need to run reorgs extends their maintenance 
windows beyond what is available.   Therefore, they are reluctant to do so out of fear that their inability to 
perform maintenance will cause worse performance problems than the contention.  The joke is that by properly 
setting the table attributes and server configurations - most of the reorgs could be avoided in the first place.  Let’s 
consider the three common causes of reorgs as claimed by most DBA’s 

• Forwarded rows 

• Reclaiming space after deletes 

• Reorganizing by clustered index to improve data cluster ratios for index selection 

Avoiding Forwarded Rows 

Of all the problems, this one is by far the easiest to fix.  First let’s discuss why it happens.  As data rows are inserted 
into a page, the rows are allocated in contiguous space allocations. 

 

Sample Data Page with Contiguous Row Space Allocations 

The problem is what happens when a user updates data row #1 so that it no longer fits in the space allocated to it 
but would still fit on the page (i.e. a single null value changed to a small varchar)?  Under allpage and datapage 
locking, this is not an issue as the full page is locked and it can simply be overwritten with the new page image with 
the row expanded as it is.  However, in datarows locking, another user may be updating any of the other rows on 
the page.  As a result, we simply can’t escalate the row lock to a page lock and rewrite the page (contrary to what 
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our competition claims, we do not arbitrarily escalate the locks and cause more contention/blocking).  Instead, we 
forward the row that is to be expanded to a different page - typically one of those reserved in the reserve page 
gap.  The same technique is used when a row expands such that the page would no longer hold the row as other 
rows on the page are consuming the space (i.e. several null values or a comment column is update causing 
significant row expansion and the page is nearly full due to other rows on the page).  With APL, this typically leads 
to a page split which is possible as the page is locked.  With datarows locking, we can’t perform a page split on a 
data page (they do happen on index pages) so again we need to forward the expanded row. 

While row forwarding reduces the need to escalate the lock and cause contention - it does cause a problem in that 
page read operations need to do an additional page fetch to find the forwarded row.  As we all know, when a row 
is forwarded, a pointer is left in its old location to the new page containing the row - consequently any read for the 
row will require an extra IO.  This problem can be especially severe if the rows initially when inserted are fairly 
small - but get updated significantly during application processing.  For example, a common GUI application 
technique of using “wizards” to “fill out” wide table values but saves the data at each step could start with a very 
high number of rows per page but as the rows are completed, a much smaller number results - and the very 
significant row forwarding causes severe query performance issues - especially for reports. 

Row forwarding can be avoided.  When a table is created, you can specify the expected row size (exp_row_size) or 
you can change it at any point using: 

exec sp_chgattribute <table>, exp_row_size, <size_in_bytes> 

The effect of this is that it pre-reserves the specified amount of space for each row vs. storing the rows 
contiguously. 

 

Row Space Allocation Using exp_row_size 

As a result, when the update expands the row, the space is already available.  While this may seem tricky to set 
correctly, the easy way to determine what to set it to is to find the rows per page and use that value with the page 
size to derive a starting point: 

exp_row_size = (@@maxpagesize-116)/rows_per_page 

For example, with a 2K page, if we were getting 4 rows per page, the exp_row_size would be (2048-116)/4=483.  
As this is an odd number, you might be tempted to set it to 400.  But at 400 bytes, while we would still only get 4 
rows per page (as a row cannot be split across pages), if the average row size is 460 bytes, we would still have row 
forwarding.  As a result, you should rarely set the exp_row_size less than the average row size. 

During daily processing, you can monitor the forwarded rows simply by: 

exec sp_flushstats 
go 
select object_name(id), forwrowcnt, delrowcnt 
  from systabstats 
  where id>100 
  order by 2 desc, 3 desc, 1 asc 
go 

If row forwarding is still happening, you can simply and dynamically increase the exp_row_size via the 
sp_chgattribute stored procedure. 
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Avoiding Reclaiming Space 

The problem with space reclamation is the same but in the reverse.  With APL tables, when a row is deleted, a new 
page image is written with the rows rearranged to compact the space.  When the last row on a page is deleted, as 
part of that transaction, the page is deallocated.  When the last page is deallocated, the extent is deallocated and 
freed back to the space management subsystem. 

With datarows locking, again, if a row is deleted from the middle of a page, we don’t want to escalate to a page 
lock - thereby causing the same contention we were trying to avoid.  Instead, we simply mark the row as deleted.  
If a new row can use the space, it will (see next discussion).  When the last row on a page is deleted, unlike the 
above in which the page deallocation is part of the transaction, the page is simply marked as unused.  When the 
housekeeper GC (garbage collection) reaches that page, it will clean the page and deallocate it.  The same way with 
extents. 

The problem is that the default for the housekeeper GC is based on the default locking scheme of APL.  Consider 
the following snippet from the ASE System Administration documentation: 

To configure Adaptive Server for garbage collection task, use: 

sp_configure "enable housekeeper GC", value 

For example, enter: 

sp_configure "enable housekeeper GC", 4 

The following are the valid values for enable housekeeper GC configuration 
parameter: 

• 0 - disables the housekeeper garbage collection task, but enables lazy 
garbage collection by the delete command. You must use reorg reclaim_space 
to deallocate empty pages. This is the cheapest option with the lowest 
performance impact, but it may cause performance problems if many empty 
pages accumulate. Sybase does not recommend using this value. 

• 1 - enables lazy garbage collection, by both the housekeeper garbage 
collection task and the delete command. This is the default value. If more 
empty pages accumulate than your application allows, consider options 4 or 
5. You can use the optdiag utility to obtain statistics of empty pages.  

• 2 - reserved for future use. 

• 3 - reserved for future use. 

• 4 - enables aggressive garbage collection for both the housekeeper garbage 
collection task and the delete command. This option is the most effective, 
but the delete command is the most expensive. This option is ideal if the 
deletes on your DOL tables are in a batch. 

• 5 - enables aggressive garbage collection for the housekeeper, and lazy 
garbage collection by delete. This option is less expensive for deletes 
than option 4. This option is suitable when deletes are caused by 
concurrent transactions. 

Earlier (12.5.1) versions of the documentation went on to state: 

Using the reorg command 

Garbage collection is most effective when you set enable housekeeper GC to 4 or 5. 
Sybase recommends that you set the parameter value to 5. [bold and italics 
whitepaper author’s] However, if performance considerations prevent setting this 
parameter to 4 or 5, and you have an accumulation of empty pages, run reorg on the 
affected tables. You can obtain statistics on empty pages through the optdiag 
utility. 

When the server is shut down or crashes, requests to deallocate pages that the 
housekeeper garbage collection task has not yet serviced are lost. These pages, 
empty but not deallocated by the housekeeper garbage collection task remain 
allocated until you remove them by running reorg. 

For some reason, this paragraph was removed when the documentation was updated for 15.0 - possibly with the 
intent on locating it in the reorg section - but this was never done.  The recommendation still stands.  The rationale 
is that the default locking scheme of APL or insert intensive DOL tables really only need lazy garbage collection.  
However, in most situations, the batch deletes or normal OLTP deletes in high volume system will result in a lot of 
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empty pages.  The original whitepaper released with ASE 12.5.0.3 clarified this in greater detail with respect to the 
default setting of 1 with the paragraph: 

• 1 - Enables lazy garbage collection by both the housekeeper garbage 
collection task and the delete command. This is the default value. Empty 
pages may not be processed due to non-optimal lazy evaluation when there 
are long running transactions. This slowdown in empty page processing 
could result in HK GC queue overflow,[bold italics mine] causing empty 
pages. If more empty pages accumulate than your application allows, 
consider using a value of 4 or 5 (described below). You can use the 
optdiag utility to obtain statistics on empty pages. 

As mentioned, the optdiag utility lists the empty pages in a table near the top of the output with statistics similar 
to: 

     Data page count:                   3065907 
     Empty data page count:             8 
     Data row count:                    5990014.0000000000000000 
     Forwarded row count:               32418.0000000000000000 
     Deleted row count:                 35312.0000000000000000 
     Data page CR count:                383495.0000000000000000 
     OAM + allocation page count:       76852 
     First extent data pages:           89170 
     Data row size:                     898.3669699918971219 

In this case - other than the deleted row count - it isn’t too bad as we only have 8 empty pages that need to be 
reclaimed.  It can also be gotten more simply by slightly modifying our earlier query to: 

exec sp_flushstats 
go 
select object_name(id), forwrowcnt, delrowcnt, emptypgcnt 
  from systabstats 
  where id>100 
  order by 2 desc, 4 desc, 1 asc 
go 

The way the HKGC works is as a page is marked for deletion, that page is added to the housekeeper GC’s queue of 
pending items.  Unfortunately, this is an in-memory list of non-tunable size that varies with the number of engines 
and is equally distributed among the engines (monEngine.HkgcMaxQSize).  Consequently, this list can be lost if the 
server is shutdown without the HKGC finishing the list - or the list can overflow if the HKGC is not aggressive 
enough (i.e. not set to 4 or 5).  This condition can be monitored via the MDA tables - both from the overall HKGC 
queue size on a per engine basis as well as the requests on a per table or per partition basis. 

 

Housekeeper GC Queue and Object Requests Monitoring via MDA Tables 

This is handy from two important perspectives: 

• If shutting down the system, you can first wait until all the HKGC pending items in 
monEngine is reported as 0.  This ensures that pending items are not lost and prevents 
running a reorg to reclaim those pages. 

• Monitoring the HKGC overflows is a way to determine whether the proper setting 
should be 4 or 5 for ‘enable housekeeper GC’ - or perhaps if it needs to be changed 
dynamically prior to a batch purge operation.  Even before an overflow occurs, you can 
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monitor the HkgcHWMItems compared to the HkgcMaxQSize and reconfigure the 
‘enable housekeeper GC’ if the HWM is slowly creeping up on the overall queue size. 

The result is that by properly configuring ‘enable housekeeper GC’ and monitoring the pending HKGC items as well 
as overflows, you can probably avoid most of the reorgs - reducing it to a quarterly or annual process if not 
eliminated entirely.  To summarize this: 

• If using DOL locking on any table, you should have the server configuration for ‘enable 
housekeeper GC’ to 4 for batch and 5 for OLTP.   

• You may wish to reconfigure between 4 & 5 based on the time of day when batch 
processing starts. 

• Prior to shutting down a server, check the monEngine.HkgcPendingItems. 

There is one significant catch to all of this.  From a partitioning perspective, one would expect most deletes to 
follow the data life cycle.  With range partitioning, the progression from a fully populated page to a sparse page to 
an empty page to an empty extent is fairly expected.  With hash partitioning, any deletes would likely be more 
scattered - and consequently page sparseness may become more of an issue.  Thankfully, hash partitioning is only 
recommend on business object data such as customers, products, etc. - which normally would not be seeing a lot 
of delete activity.  However, such data elements typically are clustered using an index on an attribute such as name 
- and since names can change - they may experience decreased data cluster ratios over time. 

Reducing Re-Clustering Data 

One of the tougher problems to solve is the data clustering.  However, even this is mostly victim to myths that 
have permeated via the web - myths that are easily busted simply by reading the manual.  The entrenched belief 
seems to be that a datarows locked table operates the same as a heap table despite the presence of a clustered 
index.  The manual clears up this point: 

Unlike clustered indexes on allpages-locked tables, the data rows in a data-only-
locked table are not necessarily maintained in exact order by the key.  Instead, 
the index directs the placement of rows to pages that have adjacent or nearby 
keys. 

When a row needs to be inserted in a data-only-locked table with a clustered 
index, the insert uses the clustered index key just before the value to be 
inserted. The index pointers are used to find that page, and the row is inserted 
on the page if there is room. If there is not room, the row is inserted on a page 
in the same allocation unit, or on another allocation unit already used by the 
table. 

To provide nearby space for maintaining data clustering during inserts and updates 
to data-only-locked tables, you can set space management properties to provide 
space on pages (using fillfactor and exp_row_size) or on allocation units (using 
reservepagegap) [bolding/highlighting the authors]. 

Not exactly a heap table which always inserts on the last page.  What it states is rather than going through the 
typical APL locking pains of: 

• The expense of page splits (which were an ugly synchronous IO operation until 15.0.2), 
or … 

• Overflow chains (the original version of row forwarding if you will), or …  

• Escalating to a page lock so it can rewrite every row on a page to maintain the order 

We will simply try to place the row “near” where it belongs.  In the above paragraph, two additional table 
attributes were highlighted.  If you know that inserts will likely be scattered throughout the table, decreasing the 
fillfactor will help prevent the data cluster ratio from degrading too much.  Additionally, by setting the 
reservepagegap, empty pages are allocated within the same allocation unit as the extents so that data rows that 
don’t fit on the page can be located at least within the same allocation unit.  Interestingly, both these also can be 
set during a select/into - so when doing the initial partitioning, you could leave space for scattered insertions if 
necessary.  After the select/into, you could also use sp_chgattribute to change it to a new value or set it if you 
didn’t as part of the select/into. 
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The obvious question is how do you detect if the data cluster ratio is degrading.  Starting with ASE 12.5.2, Sybase 
added the derived_stat() function. 

derived_stat("object_name" | object_id, 
 index_name | index_id, 
 ["partition_name" | partition_id,] 
 “statistic”) 

Available statistics include: 

Value Abbrv Statistic 

data page cluster ratio dpcr The data page cluster ratio for the object/index pair 

index page cluster ratio ipcr The index page cluster ratio for the object/index pair 

data row cluster ratio drcr The data row cluster ratio for the object/index pair 

large io efficiency lgio The large I/O efficiency for the object/index pair 

space utilization sput The space utilization for the object/index pair 

For those familiar with optdiag, these statistics may look familiar as they were also often located near the top of 
each index or partition section of the optdiag report. 

Statistics for partition:               "Q4_2008" 
     Data page count:                   81237 
     Empty data page count:             0 
     Data row count:                    3866116.0000000000000000 
     Forwarded row count:               0.0000000000000000 
     Deleted row count:                 0.0000000000000000 
     Data page CR count:                0.0000000000000000 
     OAM + allocation page count:       333 
     First extent data pages:           0 
     Data row size:                     110.0000000000000000 
     Parallel join degree:              0.0000000000000000 
     Unused page count:                 9 
     OAM page count:                    1 
 
  Derived statistics:                    
     Data page cluster ratio:           0.9999900000000000 
     Space utilization:                 1.2925836718870272 
     Large I/O efficiency:              1.0000000000000000 

The only exception is that optdiag doesn’t include the data row cluster ratio (drcr) - which could be useful if precise 
data clustering is required. 

The goal is to monitor the dpcr and drcr.  If they change by more than 0.1, a reorg may be necessary as well as a 
decision whether to increase the fillfactor and reservepagegap.  Unfortunately, the only reorg command that re-
organizes a table by clustered index is the reorg rebuild command.  The reason this is unfortunate is that of all the 
reorg commands, reorg rebuild is the one that cannot run on table partition level.  While it can run on an index 
partition basis and rebuild a sparse index - if the actual data has to be reorganized in clustered order you need to 
run reorg rebuild on the entire table.  Ouch. 

The reason that this issue is the one of the tougher problems to solve is that unlike forwarded rows or stranded 
empty pages, in this case, it cannot be completely prevented.  While in the previous cases we could state the 
adage of “an ounce of prevention is worth a pound of cure” in this case, a slight twist to “an ounce of education is 
worth a pound of cure”.  The reason is that if the rows are located near each other - do they really have to be in 
clustered order?  By ANSI rules, the only way you can guarantee row order during retrieval is to specify an order by 
clause.  A common optimizer implementation to avoid sorts is to then access the table in index order using the 
index that covers the order by clause.  If the rows are located on the same page (fillfactor) or near each other 
(allocation unit) then the page will already be in cache and the impact will likely not be noticeable - even for range 
scans - vs. the alternative of forcing the data clustering by rewriting the entire page, using overflow chains, page 
splits, etc. 

Partitioning to Eliminate Space Reorgs 
The most common space reclamation issue is caused by the typical daily/weekly/monthly purge processes.  Using 
range partitioning likely could eliminate the need to run reorgs to reclaim space.  The reason why is that if you 
think of a table as a linear top to bottom list organized by date range, older data tends to congregate near the top - 
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especially if the index clustering contains a date.  When this data is deleted, it leaves a huge gap near the top of 
the table.  Consider the following diagram: 

 

Example of Impact of Table Maintenance and Reorg Commands on a Large Unpartitioned Table 

Consequently DBA’s seeing the empty pages run a reorg rebuild or reorg compact to try to reduce the space 
consumption for the table.  This is especially true if the deleted data is more scattered throughout the table if the 
date in the index key is not the leading column. 

At the same time, recent data is inserted at the bottom while updated data is frequently fairly recent and located 
above the newly inserted data.  These data ranges are the focus of update statistics and reorgs on forwarded rows.  
Unfortunately, both commands need to process the entire table and start near the top.  On extremely large tables, 
the reorg command may not finish the table by the time the maintenance window ends - and the DBA kills the 
process.  The result is that some of the forwarded rows are left - frustrating maintenance efforts. 

To a large degree, this likely can be eliminated altogether simply by using the points discussed earlier as well as 
partitioning the table.  Consider the following illustration of the above table in partitioned form: 

 

Example of Impact of Table Maintenance and Reorg Commands on a Large Partitioned Table 

Assuming we set the exp_row_size, fillfactor and reservepagegap correctly, the only real concern is the empty 
pages/space left after the delete operation.  While a reorg compact could be run on the partition, one aspect to 
question is “why?”.  The next purge operation is likely to remove what data rows are left - or you could simply wait 
until all the data on that partition is archivable and then simply truncate the partition which has the advantage of 
deallocating the pages immediately.  The net result is that reorgs may quickly become a task that is done very 
rarely vs. on a regular basis. 

Partition-Aware Reorgs 
As mentioned at various point in this section, the reorg commands are now mostly all partition aware.  Consider 
the following table: 
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Reorg command Table 
Data 
Ptn Index 

Index 
Ptn Comments 

reorg compact     • Can be avoided by setting HKGC correctly 
and exp_row_size 

• Partitioning a table and using truncate on a 
partition may also aid in avoiding 

• Only reclaims space within the page 

reorg forwarded_rows     • Can be avoided by setting exp_row_size 

reorg rebuild     • May be required to improve data clustering - 
but will need to be run on entire table 

• Often needed to reclaim space when the 
table is fairly sparse - i.e. to recompact the 
table across pages and extents. 

• When run on an index/index partition, it can 
compact index space better than reorg 
compact as it works within the extent vs. just 
reclaiming within the page 

reorg reclaim_space     • Most likely can be avoided by setting HKGC 
correctly. 

• Partitioning a table and using truncate on a 
partition may also aid in avoiding 

• Only reclaims space within the page - to really 
compact an index or table, reorg rebuild must 
be used. 

If we set exp_row_size correctly, this leaves only the bottom two commands as of any use.  Even then, through 
server configurations or just because a more thorough compacting is necessary, reorg reclaim_space either is not 
necessary or not a useful as needed.  However on the odd circumstances that reorg compact, reorg 
forwarded_rows or reorg reclaim_space are needed, it helps that they can be run on individual table partitions. 

This leaves reorg rebuild which has the following central use cases: 

• improving data clustering (including compacting sparse tables).  Unfortunately in this 
use case, the command needs to run at the data level and reorg rebuild must be run on 
the whole table as partition aware data rebuilds are not supported. 

• compacting sparse tables (hash partition).  Range partitions could avoid this problem, 
but hash partitions with scattered data values could need to be compacted.  Since a 
standard reorg compact only operates within a page, a reorg rebuild is likely the best 
option for recovering space. 

• compacting sparse indexes.  In this use case, reorg rebuild can be restricted to a single 
index partition for a local index. 

Partition Aware DBCCs 
In addition to the changes to the reorg, and update statistics commands, the following dbcc commands have been 
made partition aware: 

DBCC Command 

dbcc checkindex 

dbcc checktable 

dbcc indexalloc 

dbcc rebuild_text* 

dbcc table_alloc 

dbcc text_alloc* 
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Dbcc commands that are not partition aware generally are those that impact the entire database (e.g. dbcc 
checkstorage) vs. focusing on a single table or index.  The notable exceptions are dbcc checkverify, fix_text and 
reindex. 

Note that text/image data is a special case in partitioned tables.  The text index (indid=255) itself cannot be 
partitioned - so one way of looking at the effect is that while the table data is partitioned, the text chains are not.  
What does this mean from a storage perspective though? 

• As text data is stored offrow and only the pointer in-row, the first impact is that while 
the segment placement works for the data rows, you cannot guarantee placing the text 
on the same segment.  Note that you can still use sp_placeobject to locate all the text 
on a single segment and may be able to use this if bcp’ing data in to force text to the 
same segment as the data but it is not controllable based on the partition keys.  This 
also may be a consideration for “rolling partitions”, in which a single partition is to be 
active at a time in that you may also need to “place” the text on the current partition 
with each rollover to the next active partition. 

• You can rebuild text chains to remove fragmentation and update the text offset indexes 
on a partition basis - but if you change the character set to a multibyte character set, 
you will need to run dbcc fix_text on every value anyhow.  So making it partition aware 
may be a mute issue - although it could be used to bring the system online faster by 
running different partitions in parallel if it were partition aware. 

• You can limit dbcc text_alloc to just verifying the integrity of text chains for a single data 
partition.  If the other partitions are static (older data), the space allocations should not 
change and therefore running it for those partitions is not necessary. 

Perhaps the biggest aspect is just from a space allocation perspective - especially if using hierarchical storage.  The 
text chains cannot be have controlled placement with the data segment - so you may need to create a separate 
segment on lower tiered storage that is just used for text/image data. 

This can be a problem for message processing systems that store the message text (e.g. XML) in text columns.  The 
space consumption and IO concurrency for such columns may be less than optimal compared with a larger page 
size and varchar() storage if possible. 
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Archiving Data 

Some business verticals have legislative data retention requirements that data needs to be retained for 5 or more 
years.  Other business verticals because of the business need to retain data for a lifetime - i.e. healthcare systems.  
In any case, the practicality of storing all that data in an OLTP system is dubious and has some very negative 
impacts on system performance: 

• Database backups and database consistency checks take longer due to the volume of 
data. 

• Data placement (segment) considerations are often based around hierarchical storage 
vs. IO concurrency requirements. 

• Larger transaction tables require additional index intermediate levels - which add extra 
IO and data cache costs on every query and especially joins. 

• Inoptimal query plans consume excessive resources (cpu time and data cache) or 
execute for indeterminate time. 

Unfortunately, this conflicts with the business desire to have access to historical data for trend analysis, etc.  
Eventually, most common implementation is to implement a historical system and after a much shorter data 
lifecycle period, data is simply archived to the historical system. 

Over the years, DBA’s have implemented purge routines based on unpartitioned or round-robin partitioned tables.  
While these routines could still function, there are more efficient routines for partitioned tables.  An even stronger 
case is when data needs be unarchived.  In an unpartitioned table, restoring a lot of data could require a significant 
amount of time due to clustered index data placement, etc.  Equally unfortunately, this restoration is likely only 
necessary for a very short period of time (i.e. a legal investigation). 

The questions that remain are: 

• What is the most effective way to purge data in partitioned tables 

• What is the most effective way to reload archived data knowing that it is likely to be re-
purged within a short timeframe. 

Purging Data 
The most efficient way to purge data with partitioned tables is to truncate the partition using the truncate table 
command: 

truncate table <table_name> partition <partition_name> 

While this sounds easy, there are several factors to consider, including: 

• Local vs. Global Indexes 

• Selective purge vs. truncation 

In addition to these factors, which will be discussed in more detail below, the other consideration is whether to 
truncate the partition or simply to drop the partition.  One consideration about using drop partition is that you can 
only add new partitions to the tail end of the partition range.  Consequently, if you have to restore data from a 
dropped partition, it may be more difficult. 

Local vs. Global Indexes 

This is where the choice to use all local indexes pays off.  If only local indexes exist, the data partitions and index 
partitions can simply be truncated and space deallocated as illustrated below: 
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Truncating a Partition with ONLY Local Indexes - 3 seconds on a sample large table 

By contrast, if a global index exist - while the truncate partition command is still used and effective - underneath, 
ASE needs to delete the individual rows from the global index that reference the partition to be truncated.  

 

Truncating a Partition with a GLOBAL Index - 2 hours 20 mins on same sample large table 

As evident, there is a huge difference between the 3 seconds it takes to truncate using only local indexes - vs. the 
nearly 2.5 hours it takes to delete the index rows out of a global index.  More than the time involved, the impact is 
also on system availability.  Since ASE 15.0 lacks partition locks, truncating a partition would likely exceed the lock 
escalation threshold at which point it would escalate to a table level exclusive lock.  This would block all other 
activity on that table.  For the local index, this would be a barely noticeable blip of 3 seconds and nearly could be 
done online.  For a global index, the system would likely have to be offline as certainly application users would 
block. 

Selective Data Purge vs. Truncation 

Even if local indexes are used exclusively, the business rules may dictate a more selective data purge than 
supported by a truncate.  For example, consider a mythical order entry system and the following rules: 

• Purge all orders from customers who have not ordered anything in past 2 years. 

• Retain order history for 5 years for customers that have ordered within the past 2 years. 

• Retain orders on which product replacement warranties were sold that still are in effect. 

There could be other rules - but, for now consider the following problem assuming that the partitioning was based 
on the order date: 
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• A partition that contains data 3 years old may contain data from customers that have 
not ordered anything in the past 2 years as well as those that have. 

• A customer may not have ordered anything in last 2 years, but ~2 years ago, placed an 
order for a product with a 3 year replacement warranty. 

The question is how do you do the purge from these partitions?  There are several options: 

• Use the normal delete process to remove the individual rows as is done currently on the 
unpartitioned table. 

• Wait until all conditions are met before purging data from any partition.  Assuming 
product replacement warranties all have 1, 2 or 3 year expirations, this can be simplified 
to simply truncating any data greater than 5 years old. 

• Use a technique of saving off the unarchivable rows, truncating the partition and re-
inserting the unarchivable rows. 

The first option is not a viable option as the delete time would cause considerable impact.  The second option is 
the most attractive as it has the least system impact of all three.  The third option can be used when the volume of 
unarchivable data rows is a small fraction of the total.  It would allow the truncation of the partition to proceed at 
best speed and then the re-insert would occur - likely much faster than the larger delete of archived rows.  The 
other interesting aspect to the third option is that the re-inserts could be done in batches that do not escalate to a 
table lock - and therefore it could be done with the system online as well as the second option. 

(Re)Loading Archived Data 
Reloading archived data can be a bit fun.  There are several aspects to consider: 

• Can you avoid reloading into the production system 

• How the reload physically happens 

• What partition is the data reloaded into 

Avoiding Reload Into Production OLTP 

Obviously, the easiest way to deal with unarchiving data is to not load it at all into the production database.  The 
assumption, however, is that even if the data is available in an online historical system somewhere - for whatever 
reason, this historical system cannot be used due to application compatibility or other requirements.  As a result, 
the data needs to restored in a ASE system.  There are several options for doing so without reloading it into the 
real production system and causing massive slowdowns, recovery issues or other problems. 

If the restored data is only going to accessed intact for a short period of time to either extract the desired 
information, one possibility is to consider the archive data access feature to ASE.  This works from a disk based 
database dump, which is directly mounted in ASE without doing the normal load process.  While it can provide 
read access, the biggest hurdles to this approach are: 

• It must be a restore from a disk based dump 

• Query performance may not be comparable to the fully online database 

• If simultaneous access to archived and current data is required, a set of union views may 
need to be created outside the scratch database. 

A second alternative is to restore a database dump in a companion database (such as a development system) in 
which cached file system devices or other storage changes could be made to help performance.  Again, if 
simultaneous access to archived and current data, a set of union views may need to be created that would exploit 
the relocateable joins feature of ASE 15.0.2. 

Both of the above techniques assume that the regular database dumps would be used as the primary means of 
restoring archived data.  If the data was archived using bulk export, a simpler (and likely faster) approach would be 
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to create a new database of the size of the archived data (plus some), create the schema components necessary - 
and reload the data using bcp. 

The important aspect to all three is that the restored data is kept out of the production system.  One of the first 
reasons that DBA’s think of this is simple: space.  If the request needs to restore data from 3 years ago, it is likely 
that all 3 years of data will need to be loaded into the current system.  However, an even bigger reason is the 
system availability of the production system.  Reloading massive amounts of data may either require dropping and 
recreating indices - or may take a long time and cause contention with other users as data is re-inserted to a fully 
indexed schema. 

Reload Methods 

A second consideration is the method used to reload the data.  If pulling from a historical system directly via a 
proxy table or from an archive/scratch database, the usual batched insert/select is an approach.  An interesting 
twist for proxy tables is to do an select/into…existing into an empty schema that has a different owner or table 
name and then massage the data locally - perhaps just by creating a set of views only used by the business users 
that need access. 

One of likely scenarios involves reloading data that was bcp’d out.  However, the success of this largely depends on 
the amount of preparation that was done at archival time: 

• Was the data retained in its partitioned form so that the bcp partition could safely just 
reload the partition. 

• Was the data bcp’d out in character form so that a reload of archive data would support 
a platform change. 

However, the most likely scenarios is reloading from a database dump.  The reason is that few places actually 
archive the data before purging.  This has its share of hurdles as well including: 

• Is the same software version available for restoration - or is the dump compatible with 
upgrading to version that is available.  For instance, loading an 11.9.2 dump into ASE 15 
may not be possible - while loading it into an ASE 12.5 system is doable.  It then may 
have to be dumped from 12.5 and loaded into 15.0 to provide access to both current 
and historical data. 

• Was there a platform change between the dump to be restored and the current 
environment?  If so, the old platform may need to be retained, the dump restored, a 
cross-platform compatible dump retaken and loaded onto the new platform 

As you can see, reloading archived data may have some unexpected steps if there was a major hardware change or 
substantial OS upgrade - either of which is likely looking back beyond the online data retention. 

Reload Partition 

A final aspect to consider is which partition the data is restored to.  Consider the following example schema: 

create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key nonclustered (trade_id) 
) lock datarows 
partition by range (trade_date) ( 
 p2005 values <= ('Dec 31 2005 23:59:59'), 
 p2006 values <= ('Dec 31 2006 23:59:59'), 
 p2007 values <= ('Dec 31 2007 23:59:59'), 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59') 
) 
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A few years into the future, after several iterations of purges in which older partitions were not only truncate - but 
they were dropped as well, the table now looks  

create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key nonclustered (trade_id) 
) lock datarows 
partition by range (trade_date) ( 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59'), 
 p2011 values <= ('Dec 31 2011 23:59:59'), 
 p2012 values <= ('Dec 31 2012 23:59:59'), 
 p2013 values <= ('Dec 31 2013 23:59:59') 
) 

At this point, a need to reload data from 2006 and 2007 arises.  Since you can only add partitions at the ‘end’ to 
extend the range, you can’t recreate the 2006 and 2007 partitions.  As a result, when you reload the data, it will all 
go to the first partition - p2008 - as the condition still applies as certainly the 2006 and 2007 dates are less than the 
Dec 2008 upper bounds. 

Besides a bit unexpected, this has one other problem.  Assuming that normal purge/truncation routines are 
enabled, the data that was just reloaded may get sensed as needing purged - or we may simply hit the trigger date 
(Jan 1 2014) which causes the oldest partition to be dropped.  In either case the reloaded data might get re-
truncated prior to the business completing whatever requirement caused the restoration.  This suggests two 
considerations: 

• If it is remotely suspected that you might need to restore data, you may want to simply 
truncate partitions - and only drop them after a further period after which it is unlikely a 
restoration is needed (i.e. 10 years). 

• If data is restored, you may need to change or suspend data purge processes. 

If you do end up in this situation, consider the first point in this discussion - reload in a different location.  For 
example, when the restore event happens, you might simply create table: 

create table trade_hist_archive ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key nonclustered (trade_id) 
) lock datarows 
partition by range (trade_date) ( 
 p2005 values <= ('Dec 31 2005 23:59:59'), 
 p2006 values <= ('Dec 31 2006 23:59:59'), 
 p2007 values <= ('Dec 31 2007 23:59:59'), 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59') 
) 

As this table is not in the current archive/purge process, you can restore the necessary data without fear.  Another 
interesting aspect is that as current archiving continues, you can simply immediately load the freshly purged data 
into this table. 
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Partitioning Schemes 

While the previous sections looked in detail at the individual partition commands, the goal of this section is to 
show how those commands can be used to implement different partition schemes that facilitate maintenance at a 
higher level. 

Rolling Partitions 
One of the most commonly requested partitioning schemes - and one that forms the basis of others - is a scheme 
called “rolling partitions”.  In this scheme, a sliding window of partitions is created by dropping older partitions and 
adding new ones to extend the range.  Some use the terms of older data “rolling off” and new partitions “rolling 
on” - hence the name “rolling” partitions.  Already in this paper, we have seen examples of this - such as: 

       

The process is fairly simple: 

• Create the table with enough partitions to support the data retention requirements plus 
add a partition (or two) for future data.  Do not use the range partition literal of MAX as 
this will prevent adding future partitions. 

• As the condition is triggered that starts populating the new unused partition, add 
another partition to the end to extend the range. 

• As the purge process executes, old partitions are first truncated and then dropped after 
any reasonable restore timeframe has elapsed. 

A question that is often asked is what happens if a row is inserted that goes beyond the range - i.e. if the DBA 
‘forgets’ to extend the range at the end of the year.  The answer is that attempts to insert data beyond the range 
result in an error - which will bring business processing to a screeching halt - and instantaneous phone ringing.  To 
prevent this, the process could be automated by using the following techniques: 

• A DBA maintenance table could be created with the following schema: 

create table partition_maint ( 
 table_name varchar(255) not null, 
 partition_ord smallint  not null, 
 partition_name varchar(255) not null, 
 partn_condition varchar(1024) not null, 
 partn_segment varchar(30) null, 
 last_maint_date datetime  null, 
 last_rowcount bigint  null, 
 last_spaceused bigint  null, 
 upd_stats_time time  null, 
 was_dropped bit  not null, 
 was_truncated bit  not null, 
 is_archivable bit  not null, 
 is_active bit  not null, 
 is_future bit  not null, 
  primary key (table_name, partition_ord) 
) 

create table trade_hist ( 
 trade_id  bigint not null, 
 customer_id bigint not null, 
 trade_date datetime not null, 
 symbol  char(6) not null, 
 num_shares int not null, 
 share_price money not null, 
 trade_value as num_shares*share_price 
materialized not null, 
  primary key nonclustered (trade_id) 
) lock datarows 
partition by range (trade_date) ( 
 p2005 values <= ('Dec 31 2005 23:59:59'), 
 p2006 values <= ('Dec 31 2006 23:59:59'), 
 p2007 values <= ('Dec 31 2007 23:59:59'), 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59') 
) 

create table trade_hist ( 
 trade_id  bigint not null, 
 customer_id bigint not null, 
 trade_date datetime not null, 
 symbol  char(6) not null, 
 num_shares int not null, 
 share_price money not null, 
 trade_value as num_shares*share_price 
materialized not null, 
  primary key nonclustered (trade_id) 
) lock datarows 
partition by range (trade_date) ( 
 p2006 values <= ('Dec 31 2006 23:59:59'), 
 p2007 values <= ('Dec 31 2007 23:59:59'), 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59'), 
 p2011 values <= ('Dec 31 2011 23:59:59') 
) 
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• During the monthly or quarterly (larger) maintenance window a script could use the 
partition aware form of row_count() to detect if any rows were added.  If the 
last_rowcount was 0 and the new row_count() > 0, then a new partition needs to be 
added. 

• The table could be pre-populated with the partition conditions to use for new partitions 
not yet added.  This simplifies the problem of trying to detect the actual highest 
partition range as dates such as ‘Jan 1’ lexicographically are greater than ‘Dec 31’ 
although the ordinal position is the reverse. 

• Once a new partition is necessary, the script could build the alter table string and submit 
it via execute() from within SQL itself - or via an external scripting language. 

• In addition to the partition form of row_count(), the partition aware form of 
used_pages() or reserved_pages() could be used to record the size of the partition - 
along with the last runtime for an update statistics or other useful information. 

An interesting aspect to this scheme is that even though a partition is truncated and dropped, the historical 
information could be retained.  That way if a restore is necessary, the DBA has a reference point of how many rows 
will be restored and how much space will be required. 

Hierarchical Storage 
In conjunction with rolling partitions, another common requirement is to support hierarchical storage systems.  
This has been driven in recent years to constrain storage costs as data volumes have increased dramatically.  Such 
systems are usually composed of tier 1 (SAN based RAID with FC-SCSI), tier 2 (non-SAN RAID with slower SAS SCSI) 
and tier 3 (non-SAN RAID with SATA drives).  Note that what comprises tier 1, 2 and 3 may vary by vendor and with 
time - as not so long ago, tier 3 was considered WORM drives. 

The problem is that today’s data for 2009 needs to be on tier 1 storage but 2 years from now it needs to move to 
tier 2 and 2 years later to tier 3.  At creation time, this is simple to set up as all you need to do is create segments 
(possibly even named “tier_1”, etc.) and create the partition on the segment.  Same with adding partitions - the 
alter table would simply specify the tier 1 storage segment. 

The issue is:  how do you move the data from tier 1  tier 2  tier 3?? 

• sp_placeobject is not partition aware - and would only affect future allocations if it 
were. 

• You can’t use alter table to modify a partition - you need to drop and recreate the 
partitions to alter them - which is undesirable. 

• The only command that would move/relocate data is ‘reorg rebuild’ - which also is not 
partition aware - so there is no way to stop it when the partition has completely moved.   

• Directly manipulating the system table syspartitions/sysindexes will not work as the 
partition descriptors and index descriptors may be in memory. 

As a result, the only way to do this is a bit of a nasty work-around based on “rolling” the segments as well: 

• Create multiple segments and allocate each.  Note that this may mean using the same 
segments for index and data or creating multiple adjacent partitions on the same 
segment due to the limitations on number of segments.  For example, if using quarterly 
partitions, all of the partitions for one year could use the same segment (our earlier 
example for air_quality test scenario does this on a biannual basis). 

• As the time to move the data nears, extend the segment to the new tier’s devices then 
drop the segment from the old tier’s devices from the segment.  While this won’t 
change existing space allocations but has the same effect as sp_placeobject with regard 
to future allocations. 

• bcp out the partition, truncate it, and bcp back in the partition.  Alternatively, you could 
run reorg rebuild with a time limit.  For partitions that aren’t being moved, the segment 
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hasn’t changed and therefore the reorg effect would be compacting those vs. relocating 
the data. 

• After you have actually dropped all the partitions (rolling scheme) that refer to a 
segment, drop and recreate the segment on tier 1 devices and create new partitions 
using that segment. 

Unfortunately, other than the above work-around, the current partitioning functionality does not explicitly provide 
support for hierarchical storage systems. 

Discrete Range Partitions 
The name for this scheme is derived from combining the aspect of designating discrete partitions using a value as 
with list partitions with the typical range partitioning scheme.  Note that this is a pseudo-list as you have to 
simulate list partitioning by using a low cardinality value and specifying the precise values in the range boundary 
condition.  The reason we have to do it this way is that Sybase ASE 15.0 does not support mixing different partition 
types on different keys for the same table.  For example, you cannot have a list partition for the first key and a 
range partition on the second.  There are times when this is desired, however - and hence this scheme.   

Consider a global sales database in which a company has a centralized sales database for all worldwide sales 
located at the company headquarters.  Earlier in this paper we used such an example with the schema: 

create table sales ( 
 order_num bigint  not null, 
 customer_id bigint  not null, 
 order_date datetime  not null, 
 geo_region char(5)  not null 
) 
partition by list (geo_region) ( 
 apo_partn values (“APO”), 
 emea_partn values (“EMEA”), 
 lao_partn values (“LAO”), 
 nao_partn values (“NAO”) 
) 

Noting the need for multiple maintenance windows such as: 

Region Pacific Time 

APO 10:00am/10:00 

EMEA 5:00pm/17:00 

LAO 10:00pm/22:00 

NAO 1:00am/01:00 

The problem of course is that this only reduces the maintenance workload by 1/4th the norm.  Ideally, we would 
like to reduce this by eliminating maintenance on data from previous quarters. 

This can be done by implementing the list on the low cardinality as a range using the discrete values - which 
essentially makes the low cardinality a hash partition of sorts.  Consider the following: 

1>  
2> create table geo_sales ( 
3>  order_num bigint  not null, 
4>  customer_id bigint  not null, 
5>  order_date datetime  not null, 
6>  geo_region char(5)  not null 
7> ) 
8> partition by range (geo_region, order_date) ( 
9>  apo_q1_2009 values <= ('APO','March 31 2009 11:59:59'), 
10>  apo_q2_2009 values <= ('APO','June 30 2009 11:59:59'), 
11>  emea_q1_2009 values <= ('EMEA','March 31 2009 11:59:59'), 
12>  emea_q2_2009 values <= ('EMEA','June 30 2009 11:59:59'), 
13>  lao_q1_2009 values <= ('LAO','March 31 2009 11:59:59'), 
14>  lao_q2_2009 values <= ('LAO','June 30 2009 11:59:59'), 
15>  nao_q1_2009 values <= ('NAO','March 31 2009 11:59:59'), 
16>  nao_q2_2009 values <= ('NAO','June 30 2009 11:59:59') 
17> ) 
1>  
2>  
3> alter table geo_sales 
4>  add partition ( 
5>   apo_q3_2009 values <= ('APO','September 30 2009 11:59:59') 
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6>  ) 
Msg 13950, Level 16, State 1: 
Server 'CHINOOK', Line 3: 
ALTER TABLE 'geo_sales' failed. Range partition(s) can only be added to the high end of the existing 
partition boundaries. 

As you can see, because ASE expects each column to be a range and only able to add to the high end of the first 
column in the range, we are stymied if we try to implement our normal rolling partition scheme.  The only option 
available is to use a static scheme in which all the expect years of partitions are created up front.  For example: 

create table geo_sales ( 
 order_num bigint  not null, 
 customer_id bigint  not null, 
 order_date datetime  not null, 
 geo_region char(5)  not null 
) 
partition by range (geo_region, order_date) ( 
 apo_q1_2009 values <= ('APO','March 31 2009 11:59:59'), 
 apo_q2_2009 values <= ('APO','June 30 2009 11:59:59'), 
 ... 
 apo_q4_2015 values <= ('APO','December 31 2015 11:59:59'), 
 emea_q1_2009 values <= ('EMEA','March 31 2009 11:59:59'), 
 emea_q2_2009 values <= ('EMEA','June 30 2009 11:59:59'), 
 ... 
 emea_q4_2015 values <= ('EMEA','December 31 2015 11:59:59'), 
 lao_q1_2009 values <= ('LAO','March 31 2009 11:59:59'), 
 lao_q2_2009 values <= ('LAO','June 30 2009 11:59:59'), 
 ... 
 lao_q4_2015 values <= ('LAO','December 31 2015 11:59:59'), 
 nao_q1_2009 values <= ('NAO','March 31 2009 11:59:59'), 
 nao_q2_2009 values <= ('NAO','June 30 2009 11:59:59') 
 ... 
 nao_q4_2015 values <= ('NAO','December 31 2015 11:59:59'), 
) 
go 

As data ages, individual partitions could be dropped - just not added.  At some future date (before 2015), the table 
would have to be re-partitioned by unpartitioning and then repartitioning using the same date range. 

There is another problem with this scheme.  The obvious primary key is order_num.  The question is which of the 
following should be used: 

-- primary key specification - alternative would be a unique nonclustered index 
alter table geo_sales  
 add constraint geo_sales_PK primary key nonclustered (order_num) 
go 
 
-- nonunique local index 
create index order_num_idx 
 on geo_sales (order_num) local index 
go 

The first (primary key) enforces uniqueness for the order_num.  The problem is that in order to update statistics on 
the global index that results, we will need to be running update stats during the narrow maintenance window 
between noon Saturday and noon Sunday to avoid running during the time users are online.  If we are a 24x7 vs. 
9x5 (local) organization, we would have trouble - we would be running update stats while production users are 
online.  While this is possible, it could impact query response times due to the system overhead of cpu, proc cache 
and data cache impacts of the statistics update. 

The second allows a local index that is not unique.  The assumption is that the application ensures uniqueness - by 
using a method for generating keys that assures uniqueness (i.e. an identity or sequential key table) and 
preventing updates to the key (via a trigger if update() clause) if the new key value already exists.  Note that the 
index total density value would still report that the index is extremely unique - but it would be a calculated value 
vs. the 1/rowcount used for unique indexes - which may have some query impacts if another fairly unique index 
exists and a query uses both columns as SARGs. 

Besides the handling of primary keys, this example also points out an important aspect that will become important 
in some of the examples below.  Both partition keys are treated as ranges.  As a result, you can only append to the 
high end of the range for both values.  For example: 

alter table geo_sales 
 add partition ( 
  nao_q4_2008 values <= ('NAO', 'December 31 2008 11:59:59') 
 ) 
go 
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This attempt to add a partition would fail - even though the geo_region is the same (or increasing), the order_date 
range is not. 

Migrating Partitions 
The name for this scheme is derived from the fact that during the normal lifecycle for a particular row of data, it 
will “migrate” from one partition to another - most likely following a sequence through the partitions 
corresponding to the data life cycle.  This builds on the last scheme - but differs in the aspect that rows do not 
ordinarily move between partitions in a “discrete range” scenario.  In “migrating” partitions, the partition key is 
intended to be updated - and because of that update, the row migrates between partitions due to the deferred 
update that results.  The most common example is when we deliberate use a low cardinality data column as the 
first column along with a date or numeric range.  In the white paper “Top 10 Reasons for Developers to Upgrade to 
ASE 15.0”, we used an example partitioning scheme of: 

create table orders ( 
 order_num bigint  not null, 
 customer_id bigint  not null, 
 order_date datetime  not null, 
 order_status smallint  not null, 
 status_date datetime  not null, 
 … 
  -- primary key (order_num) 
) lock datarows 
partition by range (order_status, status_date) ( 
 stale  values <= (-1, 'Dec 31 9999'), 
 cart  values <= (0, 'Dec 31 9999'), 
 placed  values <= (1, 'Dec 31 9999'), 
 accepted  values <= (2, 'Dec 31 9999'), 
 rejected  values <= (3, 'Dec 31 9999'), 
 cancelled values <= (4, 'Dec 31 9999'), 
 partial  values <= (5, 'Dec 31 9999'), 
 Q1_2002  values <= (6,'Mar 31 2002 11:59:59pm'), 
 Q2_2002  values <= (6,'Jun 30 2002 11:59:59pm'), 
 … 
 Q4_2008  values <= (6,'Dec 31 2008 11:59:59pm'), 
 Q1_2009  values <= (6,'Mar 31 2009 11:59:59pm'), 
 Q2_2009  values <= (6,'Jun 30 2009 11:59:59pm') 
) 
go 
create unique index orders_PK on orders (order_num) -- global index 
go 
 

The order status was based on a lookup value table such as: 

Status Order Status 

-1 Stale / Archivable 

0 Shopping Cart 

1 Placed 

2 Accepted 

3 Rejected 

4 Cancelled 

5 Partial 

6 Fulfilled 

The key to this technique is as follows: 

• While the other lookup values do not have to be in order, the last state desired must be 
the highest in order to allow partitions to be added.  For example, if ‘fulfilled’ had a 
status of 0, then this example would not work.   

• The lookup values are extremely low cardinality. 

• The archival rules/business processing frequently are based on the low cardinality data 
element. 

• When the low cardinality data element is updated, it will be treated as deferred update 
as the row physically will move to the new partition. 
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The first and last bullets above are really the keys.  With respect to the first bullet, the rationale is that you can 
only add partitions for a range partition to extend the range.  As a result, the final ‘fulfilled’ status has to be the 
highest value in order for us to add partitions for Q3_2009, Q4_2009, etc. 

On the other hand, a partition can be dropped anywhere in the middle of the sequence.  For example, if we have a 
table similar to: 

create table trade_hist ( 
 trade_id  bigint  not null, 
 customer_id bigint  not null, 
 trade_date datetime  not null, 
 symbol  char(6)  not null, 
 num_shares int  not null, 
 share_price money  not null, 
 trade_value as num_shares*share_price materialized not null, 
  primary key nonclustered (trade_id) 
) lock datarows 
partition by range (trade_date) ( 
 p2008 values <= ('Dec 31 2008 23:59:59'), 
 p2009 values <= ('Dec 31 2009 23:59:59'), 
 p2010 values <= ('Dec 31 2010 23:59:59'), 
 p2011 values <= ('Dec 31 2011 23:59:59'), 
 p2012 values <= ('Dec 31 2012 23:59:59'), 
 p2013 values <= ('Dec 31 2013 23:59:59') 
) 

You can drop partition p2011 without first having dropped p2008 through p2010.  If you do and someone inserts a 
date with 2011, all that will happen is that the row will be inserted into the 2012 partition as the 2012 partition 
condition is upper bounds.  As a result, in the above scenario, I can still perform partition maintenance by 
truncating or dropping the oldest {6,<date>} based partition leaving the partitions for the other statuses intact 
while appending new partitions with {6,<new date>}. 

The last bullet is really the driving logic.  Interestingly, while obvious what will happen, it can have some 
unexpected side benefits.  Consider the following table schemas: 

-- unpartitioned example: 
create table customer ( 
 customer_id bigint  not null, 
 last_name varchar(40) not null, 
 first_name varchar(30) not null, 
 …, 
  primary key nonclustered (customer_id) 
) lock datarows 
go 
create clustered index cust_name_idx on customer (last_name, first_name) 
go 
 
-- partitioned example: 
create table customer ( 
 customer_id bigint  not null, 
 last_name varchar(40) not null, 
 first_name varchar(30) not null, 
 …, 
  primary key nonclustered (customer_id) 
) lock datarows 
partition by range (last_name) ( 
 AtoD values <= (‘DZZZZZZZ’), 
 EtoH values <= (‘HZZZZZZZ’), 
 ItoL values <= (‘LZZZZZZZ’), 
 MtoQ values <= (‘QZZZZZZZ’), 
 RtoZ values <= (‘ZZZZZZZZ’) 
) 
go 
create clustered index cust_name_idx on customer (last_name, first_name) 
 
go 
 

Now, consider the impact of the following statement: 

update customer 
   set last_name=’Jones’ 
   where last_name=’Smith’ 
    and customer_id=123456789 

In the unpartitioned table, while the leaf row of the clustered index would move, the physical row would not until 
a reorg rebuild was run.  In the partitioned table, the row would be forced to move due to the deferred update to 
move the row from one partition to another.  Since the clustered index is a placement index, the row would be 
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inserted near the rest of the ‘Jones’ data.  Of course, this wouldn’t happen if the last name was changed from 
‘Smith’ to ‘Walker’ as the row does not need to change partitions.  The point of this discussion is not that you 
should plan on actions such as this to minimize the need for reorgs - but rather that partitioning may have 
different effects on the database than what you might be expecting. 

Alternating/Rotating Partitions 
The name for this scheme is based on the concept that only one set of partitions are active at a point in time.  At a 
later point in time, a different set of partitions will be active.  This differs from a rolling partition in that in a rolling 
partition, a partition is not reused - it is either dropped or truncated and never reused until data is unarchived.  In 
rotating partition scheme, at the end of the cycle, the process “wraps around” and reuses the earlier partitions - 
which likely were truncated of any data. 

Alternating or rotating partitions are useful for highly volatile tables that hold pending message queue data or data 
staged for an ETL process.  The rationale is that it allows the message processing or ETL tasks to run continuously 
while exploiting the truncate partition command to clean up already processed data.  This also supports a 
“recovery interval” notion that even after a message has been sent or an ETL process completed - if the 
downstream system incurs a failure that results in a data loss, some amount of the data will still be available in the 
table as “processed” and can be replayed if necessary. 

From the name, you might imply that two sets of partitions are used (A & B) and at periodic intervals, the process 
inserting data into the tables simply switches a data value that causes inserts to go into the other.  While this is 
doable, it has a number of limitations in that the recovery interval is extremely limited and if the ETL process is 
deliberately lagging the data loading process to ensure transactional integrity, the timing may be tight to ensure 
that the ETL process has fully extracted the data before the data loader switches back.  An example of this latter 
implementation could be a staging database set up to support replication into Sybase IQ. 

A better scheme is to use a “rotating” partition scheme that is based on reusing predefined partitions in a cyclical 
fashion.  The rationale for this is that if you attempted the normal appending/dropping partition scheme as with a 
traditional “rolling” partition, due to the volatility of the data, partition maintenance could be occurring several 
times an hour - a DBA nightmare even if automated.  If the automated process stops for any reason, errors start to 
occur impacting the message processing or slowing the ETL process - perhaps to a near irrecoverable point as the 
data volume that builds during this latency may take too long to clear the backlog.  For example, if replicating into 
a staging database, if the partition maintenance fails, the replication process would suspend.  If left unnoticed 
overnight or over the weekend, the volume of backlog may be too great to catch-up without a considerable 
quiescent period at the source system - an unlikely occurrence. 

Consider a message processing scenario in which we want to retain the last 24 hours of messages.  For 
performance reasons, we want to limit the current message processing table to as small as possible while older 
messages are easily located by timeframe.  Such a table schema could resemble: 

create table msg_processing ( 
 msg_num  unsigned bigint   not null, 
 msg_status char(10)    not null, 
 status_time datetime    not null, 
 proc_spid int  default 0 not null, 
 msg_bus  varchar(100)   not null, 
 msg_options varchar(500)   null, 
 bus_msgid varchar(40)   null, 
 msg_data  varchar(2000)   not null, 
 msg_partn time  default getdate() not null 
) lock datarows 
partition by range (msg_status,msg_partn) ( 
 failed values <= ('failed','23:59:59:999'), 
 current values <= ('pending','23:59:59:999'), 
 h00 values <= ('sent','00:59:59:999'), 
 h01 values <= ('sent','01:59:59:999'), 
 h02 values <= ('sent','02:59:59:999'), 
 h03 values <= ('sent','00:59:59:999'), 
 ... 
 h22 values <= ('sent','22:59:59:999'), 
 h23 values <= ('sent','23:59:59:999') 
) 
go 
create index msg_num_idx on msg_processing (msg_num) local index 
go 
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create view failed_msgs as 
 select * from msg_processing 
   where msg_status = 'failed' 
     and msg_partn <= '23:59:59:999' 
go 
create view new_msgs as 
 select * from msg_processing readpast 
   where msg_status = 'new' 
     and msg_partn <= '23:59:59:999' 
     and proc_spid is null 
go 
 
create view pending_msgs as 
 select * from msg_processing readpast 
   where msg_status = 'pending' 
     and msg_partn <= '23:59:59:999' 
go 
 
create view sent_msgs as 
 select * from msg_processing 
   where msg_status = 'sent' 
go 

This actually is a hybrid of the migrating partitions above.  At first, this may appear odd but the assumption is an 
insert into the table would take the form: 

insert into msg_processing values (12345, ‘new’, getdate(), 0, 'my_tibco?queue=TradeOrder',  
 'ttl=30,priority=2’, null, <msg text here>, getdate()) 

Because ‘new’ is < ‘pending’, but greater than ‘failed’, the message would automatically go into the ‘current’ 
partition.  The messaging process handling the message would change the status to ‘pending’ - which would leave 
the row in the same ‘current’ partition.  When completed, the status would get changed to ‘failed’ or ‘sent’  The 
result of this change would cause the row to move from one partition to another using a deferred update.  
Assuming success, the msg_partn time would be used to determine which of the hourly partitions the message 
would get inserted into.  Every hour a maintenance script would run that would truncate the oldest hourly 
partition.  The result is: 

• We have a scheme in which the current message queue size is minimized 

• We have the ability to replay the last 24 hours of messages 

• Use of only local indexes allows partition truncation to be performed in minimal time. 

A similar scheme could be implemented for an ETL staging area but it could be simpler (no status column) but 
based on a 10, 15 or 30 minute interval for partitioning base on the insertion/update time - or if using RS, the 
rs_origin_commit_time variable for each transaction.  The ETL process would simply determine the current time, 
derive the previous partition’s boundary, note the time it last completed and do a select between those two time 
ranges.  When completed, it would simply truncate the partitions just loaded. 
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Conclusion 

Using semantic and especially range partitioning in ASE 15.0 is a clear way to reduce database maintenance 
operations.  Normal activities such as updating index statistics, dbcc’s and data purging can be completed in mere 
seconds on the largest of tables - a dramatic reduction in time over unpartitioned tables.  By using this feature, 
Sybase DBA’s can greatly increase the overall system availability and operational scalability while supporting ever 
increasing data volumes. 

A summary of key recommendations made in this paper are listed below in closing. 

• The best choice is range partitioning as it avoids unnecessary maintenance on static 
data.  However, hash partitioning is also an option if the data does not follow a life 
cycle. 

• Consider the query performance impact caused by partitioning - and keep the partition 
granularity high enough that most queries are not impacted. 

• Use enough partitions to reduce the row count per partition to 50-100x less than the 
row count in the unpartitioned table.  For example for a 250 million row table - try to 
keep the partitions to 2.5 and 5 million rows. 

• Consider using only a single partition key - unless implementing a partition scheme that 
deliberate relocates data such as the migrating partitions above. 

• The partition key should be a member of the primary key in order that the primary key 
can be a local clustered index and uniqueness is still enforceable. 

• Use local indexes to the maximum extent possible to facilitate maintenance. 

• Enable eager aggregation for users that run range or aggregate queries. 

• Don’t use alter table - the back-out strategy could be horrific.  Best bet is to either use 
select/into or bcp out/in methods. 

• If both the source and target schema use APL locking, consider using the bcp out/in 
method of partitioning and ‘with sorted_data’ option to reduce overall time.  Otherwise, 
use the select/into method for performance and ease of use. 

• One of the biggest factors in the ability to run parallel index creation or other 
techniques to reduce the time will be the number of separate devices/segments that 
the table uses - and the speed of those devices as well as other hardware 
considerations.  Don’t be surprised if storage management decisions to optimize space 
usage by system administrators results in so little benefit that a serial process is best. 

• The time it takes to partition a table will largely depend on the time it takes to create a 
clustered index.  A good estimate is to double this number. 

• You need to increase the number of sort buffers by at least an order of magnitude from 
the default value of 500 before any substantial reduction in index creation time is 
evident.  However, the number of sort buffers may only improve clustered index 
creation time. 

• Use datachange() to detect when updating index statistics is necessary.  When 
necessary, by running it only on the partition or column necessary, it could be much 
faster than expected based on extrapolating from the entire table. 

• Use exp_row_size, reservepagegap and fillfactor table attributes on DOL tables to 
reduce most of the need to run reorgs. 

• Truncating a partition works best if only local indexes are used. 

• If select purges are necessary, consider waiting until the partition can be truncated.  If 
not, consider saving off the data to be retained, truncating the partition and then re-
inserting the data to be retained. 
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